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Abstract

The rapid growth of the Internet of Things (IoT) has led to increasingly
complex and data-intensive systems, often with conflicting or interde-
pendent application requirements. Many IoT applications have strict
timing requirements, particularly for safety-critical services, e.g., in the
industrial domain. However, due to the vastness of the IoT ecosystem,
decisions about where, how, and what timing attributes to measure are
often ad hoc and context-specific, fragmenting the community’s under-
standing of what “timing” entails. Moreover, security and privacy re-
quirements are often overlooked within IoT. Common approaches to up-
hold confidentiality, integrity, and availability are often not suitable for
resource-constrained IoT devices, as they may introduce unacceptable
overhead. Consequently, designing a secure and time-critical IoT system
is a challenging task.

These challenges motivate the goal of this licentiate thesis, which
is to support timing and security in IoT systems through edge-centric
approaches. To achieve this, the research follows an Action Design
Research-inspired process and combines systematic literature reviews,
surveys, and experimental evaluations using real IoT devices. The find-
ings include a consolidated view of timing definitions, a cross-domain
synthesis of explicitly reported timing-related requirements, and a uni-
fied categorization of timing metrics in the literature. In addition, com-
parative experiments of edge-centric data-reduction techniques highlight
accuracy and reduction trade-offs for different applications, while a study
of lightweight security mechanisms demonstrates how protocol choices
and configuration influence timing behavior.
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Sammanfattning

Den snabba tillväxten av Internet of Things (IoT) har lett till alltmer
komplexa och dataintensiva system, ofta med motstridiga eller ömse-
sidigt beroende applikationskrav. Många IoT-applikationer har strikta
tidskrav, särskilt för säkerhetskritiska tjänster, till exempel inom indus-
trin. På grund av IoT-ekosystemets omfattning är dock beslut om var,
hur och vilka tidsattribut som ska mätas ofta ad hoc och beroende av
specifika tillämpningar eller kontexter, vilket fragmenterar forskningsom-
rådets förståelse av vad ”tid” innebär. Vidare förbises ofta krav på säker-
het och integritet inom IoT. Vanliga metoder för att upprätthålla sekret-
ess, integritet och tillgänglighet är ofta inte lämpliga för resursbegrän-
sade IoT-enheter, eftersom de kan medföra oacceptabel resurskostnad.
Följaktligen är det en utmanande uppgift att designa ett säkert och tid-
skritiskt IoT-system.

Dessa utmaningar motiverar målet med denna licentiatavhandling,
vilket är att stödja tidsaspekter och säkerhet i IoT-system genom
edge-centrerade tillvägagångssätt. För att uppnå detta följer forskningen
en process inspirerad av Action Design Research och kombinerar system-
atiska litteraturstudier, enkäter och experimentella studier med verkliga
IoT-enheter. Resultaten inkluderar en samlad bild av tidsdefinitioner,
en tvärdomänsyntes av explicit rapporterade tidsrelaterade krav samt
en enhetlig kategorisering av tidsmått i litteraturen. Dessutom belyser
experimentella jämförelser av edge-centrerade datareduktionstekniker
avvägningar mellan noggrannhet och reduktion för olika tillämpningar,
medan en studie av resurseffektiva säkerhetsmekanismer visar hur val
av protokoll och konfiguration påverkar tidsaspekter.
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Chapter 1

Introduction

The Internet of Things (IoT) is a vast ecosystem, with origins in the
1980s idea of ubiquitous computing, meaning seamless computing in ev-
eryday objects [1]. IoT can be defined as a network of interconnected
devices that sense, process, and exchange data from the physical and
virtual world [2]. Today, IoT market forecasts point toward significant
expansion, reaching an estimated 690 billion U.S. dollars by 20301. IoT
systems incorporate multiple technologies, producing value for individual
users and corporations across many domains [1, 2]. System components
commonly include resource-constrained devices, data-producing sensors,
microcontrollers, and communication links that connect distributed de-
vices with geographically closer edge nodes and with more distant cloud
computing infrastructures [3, 4].

To organize this ecosystem, many different IoT reference architec-
tures have been proposed [4], ranging from three-layer models to multi-
layer variants that include additional business concerns. The concept of
edge computing emerged approximately three decades ago [5], originally
aimed at alleviating infrastructure bottlenecks for content providers by
offering distributed on-demand computing closer to users. Since then,
edge computing has gained substantial research interest due to potential
benefits such as scalability, improved Real-Time (RT) performance, and
on-premise preprocessing close to the data source [4].

Given this architectural diversity and broad range of application do-
mains, IoT systems exhibit highly varying requirements, particularly
with respect to timing. However, two issues arise with the vastness
of the IoT ecosystem, namely (i) there is no shared definition of what

1https://www.statista.com/statistics/1369033/global-iot-market-size
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“timing” entails within the community, and (ii) the spectrum of require-
ments is highly heterogeneous. For instance, regarding the former, our
work in [6] identified 24 distinct definitions of time-criticality in IoT.
Regarding the latter, latency requirements vary significantly across do-
mains and contexts as seen from our work in [7]. Even within a single
system, different services may exhibit widely varying requirements. In
the industrial domain, tight control loops are used in automation systems
to process raw materials into finished products in factory lines. These
may require upper-bound latencies between 0.0002 and 2ms [8]. In con-
trast, a logging application without immediate operational consequences
within the same system may tolerate latencies of up to 1000 ms [9].

Security and privacy are likewise important aspects of IoT systems.
However, prior literature persistently highlights security gaps in IoT,
for example, from the practitioners’ perspective in study [10]. Security
requirements are often described as qualitative system-level properties,
rooted in the Confidentiality, Integrity, and Availability (CIA)-triad, and
are typically enforced through standards and best practices, which vary
across domains, organizations, and regulatory contexts. For instance,
the aforementioned industrial automation system may emphasize secu-
rity requirements such as infrastructure monitoring, and security by de-
sign [11]. These systems may need to comply with frameworks such
as the International Electrotechnical Commission (IEC) 62443 series for
industrial communication and system security, as well as International
Organization for Standardization (ISO)/IEC 27000 for information secu-
rity management [12]. In general, security solutions introduce a temporal
overhead. Given the industrial example, the security solutions must be
lightweight and predictable, as they are constrained by strict timing re-
quirements.

Although both timing and security are well-recognized concerns, the
combination of both qualities remains limited. Thus, timing and secu-
rity were chosen as two critical qualities, as opposed to others, for the
dependable operation of time-critical IoT.

These challenges motivate the goal of this licentiate thesis, which is
to support timing and security in IoT systems through edge-centric ap-
proaches. To this end, the thesis first aims to establish an understanding
of how timing is conceptualized in IoT, with a focus on selected aspects.
It then explores a subset of technical mechanisms to support both timing
and security requirements in IoT.

This thesis is organized into two main parts: the Thesis (Part I) and
the Included Papers (Part II). Part I begins with this introduction in Sec-
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Chapter 1. Introduction 3

tion 1. In Section 2, the foundational terminology and core concepts are
provided. Section 3 details the research plan, including the overarching
goal, identified challenges, intended contributions, the methodological
approach guiding the work, and the peer-reviewed publications forming
the basis of the thesis. Section 4 situates the thesis within the broader
related work. Finally, Section 5 summarizes the work and presents some
possible future research directions. Part II contains the papers included
in this thesis.
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Chapter 2

Foundations of timeliness and
security in IoT systems

In this work, timeliness refers to the system’s ability to perform its tasks
(sensing, processing, communication, etc.) within specified application
time requirements. Meanwhile, security generally denotes the preserva-
tion of CIA of application data as it moves across the system.

In general, timeliness in the IoT systems is influenced by several fac-
tors, including the architecture, hardware characteristics, software ex-
ecution behavior, the capabilities of the Operating System (OS), com-
munication mechanisms, the scale, and the environment and scenario in
which the system operates [13–15]. Further complicating matters, secu-
rity mechanisms can also affect timing behavior, as additional protection
measures may introduce overhead or restrict available resources.

To describe some of the aspects that influence the timeliness and se-
curity of an IoT system, the high-level system model shown in Figure 2.1
is used. The system consists of temperature sensors in the perception
layer that are wirelessly connected (dotted lines) to an intermediary edge
layer. The edge layer, in turn, has wired connections (dashed lines) via
the internet to a cloud layer, which interfaces with end users.

The level of control over the system components and its correlation
with required security, latency, and resources is discussed further in the
following background sections.
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6 2.1. Architectural impact on timeliness and security

Perception Edge Internet Cloud Users

LowerHigher  Level of Control

Higher Required Security, Latency, ResourcesLower

Figure 2.1: A high-level model of the components of the secure time-critical
IoT system, generalizing the system level of control across different layers and
its implications.

2.1 Architectural layers and their impact

In this work, the IoT system architecture is represented using four ab-
straction layers: the perception, edge, cloud, and intermediary net-
work layers.

The perception layer consists of embedded devices, typically sensors
and actuators, that form the foundation of many IoT applications [3,
4]. These systems rely on Size, Weight, Power, and Cost-Constrained
(SWaP-C) hardware platforms that, for instance, collect environmental
data and generate time-critical events based on physical stimuli. Above
this, the edge layer (also referred to as a sink or gateway), typically
located within the geographically closer Local Area Network (LAN) seg-
ment, may process the data locally or forward it to higher-level comput-
ing layers. This layer is generally less SWaP-C and consists of, for ex-
ample, a Raspberry Pi during prototyping or production-grade hardware
in operational deployments. Further upstream, the cloud layer provides
processing and storage in remote data centers (e.g., servers from Amazon
Web Services), accessible over the internet and offering virtually unlim-
ited scalable resources. The intermediate links between each layer may
consist of various wired and wireless communication solutions, each with
its own benefits and considerations.

Due to the devices located in the perception and edge layers being
fully under system control, and geographically close to where the data is
produced, this generally implies fewer security requirements, lower laten-
cies, albeit lower resources, as opposed to when communication crosses
the less controllable internet threshold towards the cloud. Edge com-
puting, therefore, has the potential of providing several benefits. For
instance, the edge can be utilized to pre-process data, e.g., by intelli-
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Chapter 2. Foundations of timeliness and security in IoT systems 7

gently reducing the amount of data exchanged between the edge and the
cloud [16]. This reduction can lower communication overhead and costs,
while also limiting data exposure from a privacy perspective, particu-
larly as system scale grows. However, it introduces trade-offs in terms
of computational overhead, data fidelity, and system complexity, which
must be carefully balanced depending on the application. While global
data traffic has increased exponentially with digitalization and Artificial
Intelligence (AI) services, impacting energy consumption, data reduc-
tion is one potential mechanism toward more sustainable IoT system
design [17]. Another approach is to bolster security as seen in our work
in [18], with further background discussed in Section 2.4. The edge gen-
erally enables faster response times compared to cloud-centric solutions,
an advantage that is especially valuable for time-critical tasks, thereby
providing greater control over timing and security behavior.

2.2 Timeliness in software

On the software side, the choice of OS is particularly important:
lightweight Real-Time Operating Systems (RTOSs) for embedded
systems, or a light Linux-based system patched with PREEMPT_RT,
can provide stronger temporal guarantees through mechanisms such as
preemption, temporal isolation, and priority inheritance [13,19].

Many time-critical events originate from peripheral devices or sensor
thresholds [13, 19]. For instance, a sensor’s register containing temper-
ature values is sampled at a certain resolution, and the resulting mea-
surements can then be mapped to high-priority aperiodic or sporadic
tasks that trigger Interrupt Requests (IRQs) when a predefined temper-
ature threshold is met. These interrupts are handled by Interrupt Ser-
vice Routine (ISR) routines and scheduled by the OS, which preempts
the currently running task to ensure responsiveness under load. More
advanced software techniques incorporate task offloading schemes (allo-
cation, distribution) to other nodes in the system in order to meet the
schedule. To accommodate SWaP-C and unreliable wireless conditions,
lightweight protocols such as request-response-based Constrained Ap-
plication Protocol (CoAP) or publish-subscribe-based Message Queuing
Telemetry Transport (MQTT) are commonly used [4]. In the publisher-
subscriber model, information is organized into topics carrying associated
data. Publishers transmit messages to a broker, which then distributes
them to all interested subscribers.
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8 2.3. Timeliness in communication

2.3 Timeliness in communication

The underlying communication within the system also affects both time-
liness and security. Connecting embedded devices to the network, par-
ticularly the internet, can introduce delays due to interrupts generated
by the Network Interface Controller (NIC) [20]. Nodes in the per-
ception layer generally transmit measurements wirelessly to an edge
node [4]. From there, the edge node’s connection to the wider internet
may rely on either wired or wireless technologies, after which traffic typi-
cally traverses multiple service providers’ infrastructures before reaching
the cloud.

Timing performance in these communication channels depends on
aspects such as the system scale, clock synchronization, transport proto-
cols, and the functions of Layers 1 and 2 (L1, L2) of the Open Systems
Interconnection (OSI) model [14,21]. L1 handles signal modulation, en-
coding, and transmission strength, whereas L2 manages Medium Access
Control (MAC) mechanisms that regulate medium access. At the trans-
port layer, classic protocols include the connection-oriented Transmission
Control Protocol (TCP) and the connectionless User Datagram Proto-
col (UDP). In addition, a more recent alternative, QUIC [22], which is
originally introduced by Google as “Quick UDP Internet Connections”,
was designed to improve Hypertext Transfer Protocol Secure (HTTPS)
performance and natively integrates Transport Layer Security (TLS) 1.3
for secure communication. Moreover, delays might occur due to poor re-
liability levels, e.g., messages being lost, dropped, fragmented, or arriving
out-of-order and having to be re-transmitted [14,21]. Communication re-
liability is commonly expressed in terms of an adequate Packet Delivery
Ratio (PDR) over a time period.

The wireless link between nodes commonly relies on technologies
such as Wi-Fi, Bluetooth Low Energy (BLE), or cellular communica-
tion [14,21]. For example, Wi-Fi employs contention-based Carrier Sense
Multiple Access/Collision Avoidance (CSMA/CA) in L2 and lacks deter-
ministic features such as Time Division Multiple Access (TDMA) and
channel hopping, which limits its suitability for applications with strict
timing requirements. Due to the broadcast nature of wireless communi-
cation, delays from multi-path fading, interference, and congestion are
common, especially in dense deployments.

The wired links utilize L2 switching and L3 routing devices, forward-
ing frames and packets between networks. Beyond the LAN, the network
can be seen as a black box, as system control of its operation is limited.
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One possible approach is to utilize Software-Defined Networking (SDN)
techniques to manage and schedule slices of the available network band-
width depending on the application’s latency sensitivity, specified by the
traffic’s Quality of Service (QoS) requirements [23].

2.4 IoT security

Security is not a static property; it is dynamic and evolves through the
continuous discovery and exploitation of vulnerabilities. In this sense,
to paraphrase Dijkstra [24], security testing can reveal the presence of
vulnerabilities, but never prove their absence. A broad set of threats
and security mechanisms applies to IoT systems [25]. Unfortunately, IoT
often lacks fundamental security principles [10]. For example, a Shodan1

query performed in May 2026 for “MQTT” shows that approximately
400 000 devices were reachable on port 1883, the default unencrypted
MQTT port.

Many of the threats, especially in the communication layers, can
be mitigated using fundamental measures such as encryption [15, 26,
27]. When properly configured, encryption can provide confidential-
ity, integrity, and authentication. It is typically achieved through a
combination of symmetric cryptography (shared keys) and asymmet-
ric cryptography (public-private key pairs), together with appropriate
key-distribution schemes. However, encryption consumes considerable
resources, including additional transmission overhead and increased Cen-
tral Processing Unit (CPU) workload, which may introduce delays. In
general, asymmetric cryptography is less computationally efficient. The
challenges are amplified by the key-distribution requirements, i.e., the
need to generate, distribute, rotate, and revoke keys. A compromised
key without timely replacement leaves the system vulnerable.

A widely adopted encryption protocol implementing these mecha-
nisms is TLS 1.3 [28]. During connection establishment, endpoints nego-
tiate cryptographic parameters, typically using ephemeral key exchange
mechanisms (e.g., ECDHE), which provide forward secrecy, meaning that
compromised long-term keys cannot be used to decrypt past commu-
nication. Authentication is usually achieved through certificates (e.g.,
X.509), while data transmission relies on efficient symmetric encryption
once the secure channel is established. Building on TLS, QUIC is a na-
tively secured transport protocol designed to improve performance over

1www.shodan.io - A search engine that indexes connected devices on the internet.
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10 2.5. Validating timing and security

UDP [22,29]. By integrating the TLS handshake and supporting features
such as reduced connection establishment latency (e.g., session resump-
tion) and elimination of head-of-line blocking, QUIC can reduce com-
munication delays, which is particularly relevant for time-critical IoT
applications and is explored in our work [18].

Numerous security requirements, standards, and domain-specific rec-
ommendations exist, often rooted in the CIA-triad. For instance, in the
industrial sector, systems may follow frameworks such as the IEC 62443
series for industrial communication and system security, ISO/IEC 27000
for information security management, and ISO/IEC 15408 for security
evaluation, as well as General Data Protection Regulation (GDPR) when
personal or customer data is involved [11,12]. In the medical sector, reg-
ulatory frameworks define security standards and best practices, such as
Health Insurance Portability and Accountability Act (HIPAA) (in the
US) and the Network and Information Security 2 (NIS2) Directive (in
EU), supported by European Union Agency for Cybersecurity (ENISA)
guidelines. In the energy sector, IEC 62351 standards recommend the
use of TLS with digital certificates [26].

Beyond encryption, additional security mechanisms exist across mul-
tiple system layers, including physical protection, device authentication,
and intrusion detection. While important, these mechanisms are beyond
the scope of this work.

2.5 Validating timing and security

Validating timing behavior can be performed using several different
methods and from different perspectives, ranging from formal analysis
techniques to experimental evaluation in simulations or on real
hardware [19,30,31]. It should be noted, however, that validating timing
through experimental testbeds is challenging, since many measurement
techniques are intrusive and can distort the results (e.g., using printf()
for logging). Classical Response-Time Analysis (RTA) attempts
to verify whether a system can meet its timing constraints under
worst-case conditions, accounting for metrics such as the Worst-Case
Execution Time (WCET), which captures the maximum uninterrupted
execution time of tasks, and Worst-Case Response-Time (WCRT),
which additionally accounts for blocking, interruptions, and scheduling
delays. Communication delays can be measured from many different
perspectives, e.g., Tx/Rx, upstream/downstream, Round-Trip
Time (RTT), etc.
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Security requirements are inherently difficult to quantify, as they are
typically expressed as qualitative system-level properties rather than con-
crete metrics, and may appear satisfied until new vulnerabilities are dis-
covered in, e.g., the software stack [15, 26]. One practical approach is
to guide security through established standards and best-practice frame-
works (e.g., ISO 27001) and to assess compliance through systematic
security evaluations. This may involve activities such as vulnerability
assessment of hardware and software, penetration testing of network in-
terfaces, attempts to inject malicious data, input/output validation, and
the use of automated security testing tools.
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Chapter 3

Research plan

This section presents the adopted research plan that includes
the Research Goal (RG), Research Questions (RQs), Research
Challenges (RCs), process, and research methods.

3.1 Overall research goal

The IoT market has experienced significant growth in recent years, lead-
ing to a surge in data generated by various IoT applications [4, 10].
Alongside the larger data volumes, factors such as ecosystem heterogene-
ity and increased connectivity introduce numerous challenges, including
security and privacy risks, scalability, sustainability, as well as economic
costs for data processing and storage.

Simultaneously, many IoT domains also impose strict timing con-
straints, particularly in time-critical or safety-critical applications. The
notion of “timing” is described using a range of intertwined concepts
across different, and sometimes overlapping, research communities and
domains. Multiple timing-related concepts exist, with a wide range of
definitions and interpretations. These observations suggest a diverse per-
spective on timing, depending on factors such as the application context,
system layer, requirements, and research community. This makes it dif-
ficult to reason about and compare how to evaluate timing requirements
in different IoT domains.

Timing and security are closely intertwined in IoT systems. Security
mechanisms introduce computational and communication overhead that
directly impacts timing behavior. Conversely, strict timing constraints
limit which security techniques can be applied. As a result, timing and
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14 3.2. Research questions

security must be considered jointly. Despite the growing importance
of both security and timing requirements, existing research addressing
these aspects collectively remains limited. Current approaches are often
created for a particular purpose and tailored to specific use cases, which
can limit their generalizability, motivating the need for more application-
agnostic approaches.

There are several challenges in ensuring that a message is securely
delivered between nodes in an IoT system. This difficulty is amplified
by the inherent complexity of the IoT landscape: messages traverse
multiple architectural layers, software and network stacks, and operate
over non-standardized solutions across geographically wide and dynamic
environments. Meeting both sufficient security and timing requirements
under such conditions is non-trivial. Consequently, the goal of this
thesis is as follows:

RG: To support timing and security in IoT systems through
edge-centric approaches.

That is, the thesis first seeks to establish a clear understanding of how
timing is conceptualized in the IoT literature and practice, with a focus
on timing definitions, application requirements, and measurement met-
rics. It then explores a subset of mechanisms, focusing on data reduction
and transport-layer security, that can help meet these timing demands.

3.2 Research questions

The aforementioned goal was broken down into three specific RQs, each
contributing to different and unique aspects of the goal.

RQ1: How is timing characterized and determined in the
IoT literature?

Here, timing denotes the system’s temporal behavior in the software-
and network-stack, with properties such as latency, jitter, predictabil-
ity, and deadlines. Characterization of a phenomenon can encompass
many different aspects; to narrow the scope, the timing characterization
used here focuses on the following three components: definitions, along
with the requirements and measurements that determine them. The first
component concerns how timing concepts are defined within IoT systems,
aiming to provide a common understanding for the remainder of the the-
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sis. The second component covers the IoT application requirements in
different domains, with a focus on requirements that have a relationship
with the aforementioned timing concepts. Finally, the third component
addresses how the validation of said timing concepts is measured and
which metrics are used.

The major challenge of this question stems from how wide
the IoT domain is, where different application areas often use
different interpretations of timing-related concepts. The lack of
a unified view motivates the need for a common understanding
toward standardization. In answering this question, the aim is
also to uncover potential gaps and narrow interesting research directions.

RQ2: How can we reduce large data volumes generated from IoT
devices while meeting application requirements?

As noted in the introduction and background sections, the
rapid expansion of the IoT market has resulted in a vast number
of interconnected devices generating continuous streams of data.
This development prompts the question of whether such extensive
data generation is always required from an end-to-end perspective.
Transmitting and processing large volumes of data can lead to
intolerable delays and performance degradation. System-wide
examples of this include the flooding of buffers and queues, longer
transmission times, increased fragmentation of big payloads, and
additional processing delays. Moreover, relying heavily on cloud
infrastructure to handle such data volumes is costly, difficult to scale,
and ultimately unsustainable. Additionally, exposing large amounts of
data over unsecured channels elevates privacy risks by making sensitive
information more vulnerable. Further complicating matters, different
applications have different timing and security requirements. For
example, reducing the amount of data sent towards the cloud might
not be as critical for latency or confidentiality when regulating the
temperature in a smart home application as it is in an industrial setting.
Likewise, the impact of reduction errors varies across applications. For
example, cumulative deviations may affect resource management in a
water flow monitoring application, while a safety-critical application
may require stricter guarantees regarding maximum deviation.
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RQ3: How do secure communication mechanisms affect latency
under different operating conditions in IoT systems?

While reducing the data volumes that IoT systems generate addresses
one aspect of the problem, the system still requires sufficient security
mechanisms when communicating over unsecured channels. This is rel-
evant for virtually all IoT users, as compromised devices can expose
sensitive data, disrupt critical services, or be repurposed for large-scale
attacks.

The major challenge with security integration in IoT stems from the
inherently resource-constrained nature of many perception- and edge-
layer devices. Wireless communication is also less reliable than its wired
counterpart, and establishing a secure communication channel consumes
resources such as time, CPU cycles, and memory.

Consequently, appropriate strategies involve either balancing the
level of security against available resources or developing and evaluating
more efficient mechanisms that allow systems to maintain their timing
requirements in diverse operating conditions. Given the breadth of
security in IoT, this challenge motivates focusing on the temporal
impact of selected secure communication mechanisms under varying
connection and traffic conditions.

3.3 Research contributions

Hereafter, a discussion on the three main RCs tackling the above RQs
and RG. Table 3.1 provides the mapping of RC to RQ.

RQ1 RQ2 RQ3

RC1 X

RC2 X

RC3 X

Table 3.1: Mapping of research contributions to questions.
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RC1: Systematic identification, classification, and consolidation of
timing characteristics, metrics, and requirements across IoT domains
and architectural layers.

This contribution provides a structured, detailed, and survey-
validated characterization of two timing concepts (time-criticality
and predictability) in IoT systems that includes (i) descriptive
characterizations of each concept, (ii) an orthogonal analysis between
each characteristic and the layers of an IoT system, and (iii) a
categorization of timing metrics across an IoT system. Moreover,
the contribution provides a structured and detailed synthesis of IoT
requirements across different domains that includes (i) the identification
of recurring requirement categories enabling cross-domain comparison
and (ii) representative common and tail requirement values enabling
early-stage design decisions.

The value of this contribution is multi-fold; it (i) exposes the ad
hoc and fragmented handling of timing in IoT systems and contributes
to the future standardization of time measurement in IoT and (ii)
reveals key gaps in reported requirements and standardization efforts
on the current state of IoT requirements. This research contribution is
published in Papers A and B.

RC2: Selection and evaluation of edge-centric data reduction tech-
niques.

This contribution aims to highlight the benefits of using edge-centric
data-reduction techniques for resource-constrained IoT systems. It in-
cludes (i) the selection and experimental evaluation of representative
techniques from three common reduction categories, (ii) a systematic
parameter sweep across multiple real-world scenarios with differing tem-
poral characteristics, and (iii) a multi-metric assessment of each tech-
nique to determine its suitability for different application scenarios.

This contribution provides practical guidance for data-reduction
techniques, highlighting the importance of context-aware algorithm
selection and parameter tuning based on data variability, error
tolerance, and application requirements. This research contribution is
published in Paper C.

RC3: Latency analysis of lightweight transport-layer security mech-
anisms in edge-cloud IoT architectures.

This contribution investigates the latency impact of secure commu-
nication in edge-cloud IoT systems through experimental evaluation. It
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18 3.4. Research process and methods

includes (i) a comparative study of MQTT over TCP and QUIC under
different operating conditions, (ii) an analysis of latency under connec-
tion establishment, concurrent connection scaling, and sustained data
streaming, and (iii) an evaluation of how transport protocol choice,
cryptographic configuration, and endpoint capabilities influence end-to-
end performance.

The results provide insights into where the primary latency costs of
security arise and highlight trade-offs between transport protocols, se-
curity configurations, and system behavior. These findings support the
design of time-critical IoT applications by informing the selection of se-
cure communication mechanisms under representative traffic conditions.
This research contribution is presented in Paper D.

3.4 Research process and methods

This section describes the research process and methods used through-
out the research. The process describes the overall workflow that shaped
the work towards the goal. The methods are the specific research meth-
ods that formed the contributions. Action Design Research (ADR) is a
commonly accepted research process that provides methodological guid-
ance for solving complex problems by building and evaluating Informa-
tion Technology (IT) artifacts. The ADR-inspired process is illustrated
in Figure 3.1.

1. Problem
formulation

2.  Data collection,
analysis, and

evaluation

3. Reflection and
learning

4. Formalization of learning

Figure 3.1: Adapted research process from [32].
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Chapter 3. Research plan 19

In the initial problem step, a broad literature review was conducted
to identify existing gaps and determine research needs relevant to both
academia and industry. From this, the focus became on understanding
timing in IoT systems and on exploring how edge-centric solutions could
support time-critical applications. Based on the identified gaps, the RGs
was formulated, and the corresponding RQs were derived. This step
was iterative: the understanding of the problem evolved as the work
progressed, and the research components were refined accordingly.

In the data collection, analysis, and evaluation step, work toward
addressing each RC was carried out. Data was collected using Kitchen-
ham’s guidelines for secondary studies in software engineering [33] and
through forward and backward snowballing as outlined by Wohlin [34].
For empirical input, a survey was conducted following the guidelines
by Molléri et al. [35] and Kasunic’s recommendations [36]. Automated
searches in scientific databases were conducted, which have demonstrated
strong support for systematic studies [37] using the PRISMA 2020 guide-
lines [38]. The study-selection process followed the approach by Ali and
Petersen, emphasizing clear inclusion and exclusion criteria [39]. The
analysis was carried out using a range of methods, as presented in the
corresponding publications. For example, Grounded Theory served as a
general framework for qualitative analysis, applying open coding as de-
scribed in the foundational work [40]. Moreover, the recommendations
on thematic synthesis described by Cruzes [41] were followed, combined
with vertical content analysis [42] and horizontal narrative synthesis [43].

In the reflection and learning step, the outcomes of the previous
stages were reviewed, refining the direction of the work where needed.
For example, while working on [6] (Paper A) and considering the next
steps, one idea was to evaluate different communication technologies
suitable for time-critical IoT. However, during this stage, it was noted
that some survey respondents emphasized the importance of grounding
timing definitions in application-specific requirements. Inspired by this,
and prior to assessing communication solutions, it became necessary to
understand what these requirements actually are. This insight led to
the formulation of [7] (Paper B), which investigates timing-related and
domain-specific requirements to provide the foundation needed to reason
about suitable communication mechanisms.

In the formalization of learning step, the insights generated
throughout the research process were consolidated and transformed
into peer-reviewed publications. This involved distilling the results,
integrating feedback from supervisors, surveys and analyses, and
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into peer-reviewed publications. This involved distilling the results,
integrating feedback from supervisors, surveys and analyses, and
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articulating the outcomes. For example, the method developed to
compare data-reduction techniques across different application contexts
was formalized in [16] (Paper C), where the step-by-step procedure
was documented to enable replication, transparency, and reuse by
other researchers.
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3.5 Included papers

In this section, the papers that will be included in the licentiate thesis
are presented. Table 3.2 illustrates the mapping between the papers and
the RCs discussed in Section 3.3.

RC1 RC2 RC3

Paper A X

Paper B X

Paper C X

Paper D X

Table 3.2: Mapping of papers to contributions.
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3.5.1 Paper A

Title: Characterizing Time-Critical Internet of Things
Authors: Sebastian Leclerc, Alessio Bucaioni, Mohammad Ashjaei
Abstract: The Internet of Things (IoT) is increasingly being adopted
in diverse domains, many of which require strict timing constraints and
predictable behavior. Despite the growing importance of timing char-
acteristics in IoT applications, current approaches to address timing re-
quirements are often fragmented, context-specific, and lack a unified un-
derstanding. Consequently, addressing timing aspects in IoT remains
largely ad hoc and dependent on individual applications, making it chal-
lenging to generalize findings or systematically apply established solu-
tions.

The goal of this study is to provide a comprehensive understand-
ing of how timing is defined, characterized, and measured within the
IoT community. We conducted this study through a systematic and
structured mix methods research approach. First, we performed a sys-
tematic review of the literature, extracting and analyzing information
from 38 primary studies, selected from a rigorous process involving 1176
studies. Second, to complement the literature findings, we conducted
an expert survey involving 28 respondents from academia and industry,
representing a variety of roles with specialized expertise in IoT systems
and timing-related issues.

We identified two primary characterizations of timing within the IoT:
time-criticality and predictability. Additionally, we collected and cate-
gorized 113 distinct timing metrics from literature into commonly found
layers of an IoT system. The majority of the surveyed practitioners and
researchers (75%) agree with our categorization and consider this re-
search useful and relevant (71.5%). We believe that our study provides
practitioners and researchers with insights into timing characteristics and
metrics in IoT applications, towards the ultimate goal of standardization.

Personal contribution: I was the primary driver and main contrib-
utor, responsible for the literature search, screening, review, and data
extraction, synthesis and analysis of the findings into the core contri-
butions. I also contributed to the survey design questions, participant
identification, and led the analysis of the survey results. Co-authors
provided guidance throughout and reviewed the manuscript.
Status: Published in the Elsevier Internet of Things journal, 2025.
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3.5.2 Paper B

Title: Systematic Consolidation of IoT Communication Requirements
Across Domains
Authors: Sebastian Leclerc, Alessio Bucaioni, Mohammad Ashjaei
Abstract: The Internet of Things (IoT) increasingly powers cyber-
physical (and human-in-the-loop) systems across many domains, where
deployments must satisfy strict system and communication requirements,
including timing, reliability, and data rate. Yet, although requirements
are central to IoT engineering and evaluation, the literature often reports
them in fragmented, implicit, and domain-specific ways, which prevents
a consolidated view and limits reuse across application domains, tech-
nologies, and the cloud-to-thing continuum during early design stages.

The goal of this study is to provide a structured and consolidated
overview of IoT requirements reported in the literature, with a particular
focus on communication-related requirements. We conducted a system-
atic and fully recursive snowballing study. Starting from 5,571 candidate
studies, we ultimately included 22 primary studies published within the
past five years. From these studies, we extracted and synthesized re-
ported IoT requirements across multiple application domains to enable
cross-domain comparison.

Our analysis identifies seven recurring requirement categories (la-
tency, data rate, reliability, scalability, data size, energy, and other),
consolidates communication requirements by reporting representative
common (90th percentile) and tail values, and compares current and
futuristic IoT applications across domains. The results indicate a strong
influence from cellular communication technologies and standardization
efforts, and reveal a scarcity of reported requirements related to energy,
security, and non-cellular communication solutions. This work provides
researchers and practitioners with consolidated, application-grounded
communication requirements that can guide early-stage IoT system de-
sign, technology selection, and evaluation across domains, while high-
lighting the need for more explicit reporting of energy, security, and
non-cellular requirements to support trustworthy IoT ecosystems.
Personal contribution: I was the primary driver and led all major
research activities. I conducted the snowballing-based literature search,
screening, data extraction, and analysis, and synthesized the results into
a consolidated set of IoT requirements. I also wrote the manuscript.
Co-authors provided guidance and reviewed the paper.
Status: Submitted to the Elsevier Internet of Things journal, 2026.
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3.5.3 Paper C

Title: Reducing IoT Data at the Edge: A Comparative Evaluation
Authors: Sebastian Leclerc, Emma Hansen, Alessio Bucaioni, Moham-
mad Ashjaei
Abstract: In resource-constrained Internet of Things environments, re-
ducing data transmissions is essential for minimizing energy consump-
tion, network load, and operational costs. Overly aggressive reduction
may compromise accuracy, a critical factor in applications such as indus-
trial control.

This paper aims to offer practical guidance for selecting suitable data
reduction techniques by experimentally evaluating three promising meth-
ods from common reduction categories: Data Filtering, Data Aggrega-
tion, and Data Prediction. We perform a parameter sweep for each
algorithm across three real-world temperature scenarios: stable, rising,
and fluctuating. Each configuration is evaluated in terms of data reduc-
tion percentage and accuracy, using Total Accumulated Deviation, Mean
Absolute Deviation, and Maximum Deviation.

Results show that Data Prediction generally achieves the highest ac-
curacy across all scenarios, while Data Filtering tends to yield the great-
est reduction at the expense of accuracy. However, all algorithms can be
tuned to meet specific scenario demands or accuracy criteria, underscor-
ing that no one-size-fits-all solution exists. We conclude that context-
aware algorithm selection and parameter tuning are critical for effective
Internet of Things data management.
Personal contribution: I guided the initial work that formed the ba-
sis of this contribution. I proposed the core research idea, which was
further refined jointly by all co-authors. I subsequently extended the
initial work by conducting additional literature review, performing fur-
ther experiments, and carrying out a complete revision and extension of
the manuscript.
Status: Published in IEEE International Conference on Industrial Tech-
nology (ICIT), 2026.
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3.5.4 Paper D

Title: On the Latency of Secure MQTT over QUIC vs. TCP: An ex-
perimental evaluation
Authors: Sebastian Leclerc, Alessio Bucaioni, Mohammad Ashjaei
Abstract: Smart-city services increasingly depend on IoT communica-
tion infrastructures that must provide secure connectivity without com-
promising latency-sensitive operation. This creates an engineering trade-
off: security mechanisms protect urban sensing and service platforms,
but may also increase communication latency, especially when devices
connect under load. QUIC addresses part of this trade-off by integrat-
ing secure connection establishment into the transport layer, making it
a relevant candidate for MQTT-based smart-city deployments.

This study experimentally evaluates MQTT over QUIC and TCP
under different security configurations, endpoint platforms, and traf-
fic patterns. We separate three latency-relevant operating conditions:
connection establishment, concurrent connection scaling, and sustained
streaming in a multi-sensor, edge-to-cloud scenario motivated by smart-
city applications.

The results indicate that, in the evaluated configurations, the
main latency cost of security appears during connection establishment,
whereas steady-state encrypted data transmission adds limited overhead
across the tested traffic patterns. For single connections, QUIC reduces
per-connection latency by up to around 3.2 times compared to TCP
with TLS. Under concurrent connection bursts, QUIC shows linear
tail-latency growth in the measurements, and under high streaming
load, it degrades more gradually than the TCP-based alternatives.
The findings identify practical trade-offs among transport protocol
choice, cryptographic algorithm, key type, and size, and endpoint
computing capability. These trade-offs inform the design of event-driven
smart-city services in which devices must establish or maintain secure
communication under constrained latency and hardware conditions.
Personal contribution: I was the primary driver of this work and led
all major research activities. I set up the experimental testbed, collected
and analyzed the data, and wrote the manuscript. All co-authors pro-
vided feedback throughout the process and reviewed the manuscript to
improve its quality.
Status: Accepted for presentation at IEEE International Smart Cities
Conference (ISC2), 2026.
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Chapter 4

Related work

In this section, a summary of some of the related studies relevant to the
thesis goal and contributions is provided.

4.1 Timing in IoT

Definitions: Although no prior study offers a formal or unified defi-
nition of “timing” in IoT, to the best of our knowledge, several studies
implicitly characterize it through the aspects they analyze.

For example, study [44] discusses timing through notions such as pre-
dictability, determinism, and latency requirements across Industrial In-
ternet of Things (IIoT) domains, including autonomous vehicles, worker
safety, and augmented reality. In contrast, study [45] conceptualizes
timing from the perspective of a specific use case, a life-critical support
system which integrates large amounts of data from heterogeneous IoT
nodes to support decision-making.

Study [46] frames timing from an architectural and analysis perspec-
tive, discussing single- and multi-core processors, memory interference,
networked systems, and RTA.

Study [47] views timing through wireless communication Key Perfor-
mance Indicators (KPIs) such as time synchronization, bounded latency,
and reliability. They further discuss next-generation technology features,
such as Multi-Link Operation (MLO), which enables the concurrent use
of multiple wireless frequencies to improve end-to-end latency.

Some studies focus on mitigating disruptions that negatively affect
timing behavior. For example, in a predictive maintenance context, some
faults can be mitigated through redundancy, robust protocols, and ana-
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lytics [48]. Other studies address external disturbances, for instance, by
intelligently predicting the wireless interference from attackers [49].

Taken together, these studies illustrate that timing in IoT is
understood through a diverse set of perspectives.

Requirements: IoT requirements have been studied from a vari-
ety of perspectives. Within Requirements Engineering (RE), require-
ments are commonly categorized into functional and non-functional re-
quirements [50], where the latter describe system-wide attributes such as
safety, security, and reliability. These are particularly challenging in IoT
settings due to the vast ecosystem and the interaction of multiple require-
ment dimensions, such as timing. Study [51] investigates model-driven
RE and highlights the difficulty of lifecycle requirement management,
noting that requirements must remain traceable across large, evolving
deployments operating under diverse conditions.

From an architectural viewpoint, study [52] outlines high-level re-
quirements for edge-enabled IoT applications, such as low latency, band-
width efficiency, and reliability. Some domain-specific studies report
stringent requirements. For example, an industrial automation study [53]
identifies strict constraints on delay, communication range, energy us-
age, update frequency, and security for Wireless Sensor Actuator Net-
works (WSANs).

From a communication perspective, study [31] explores timing re-
quirements in highly time-critical applications such as closed-loop control
and mobile robotics by comparing achievable latency bounds of different
wireless technologies under high reliability targets.

In addition, several standardization bodies report requirement
profiles for specific domains or technologies [54], further illustrating the
diversity and fragmentation of IoT requirements.

Measurement: Finally, how timing is measured and evaluated in
IoT systems varies widely across studies, with a broad range of meth-
ods used. For instance, study [31] argues that simple latency statistics
(e.g., min., max., avg.) may conceal extreme values, complicating the
assessment of strict timing requirements. Some formal and experimental
approaches of evaluating the WCRT are discussed in study [55].

From a communication perspective, numerous metrics are used
from different perspectives and technologies, e.g., end-to-end latency
over BLE [56], or unidirectional latency over Wi-Fi 6 and 5G [31].
Study [57] shows that commonly used link-quality metrics (e.g.,
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PDR, Received Signal Strength Indicator (RSSI)) often need to be
combined to accurately characterize wireless performance, which in
turn affects timing.

At the device level, study [13] evaluates timing behavior in RTOSs,
analyzing delay and jitter from context switching. Task-level timing is
also studied; for example, [58] examines scheduling delays for bursty
tasks in edge-enabled IoT systems. Scheduling surveys such as [59, 60]
highlight deadline adherence, delay distributions, and scheduling latency
as central metrics.

Specialized measurement metrics have also been proposed, e.g.,
study [61], which estimates the number of connection events required
for a successful transmission.

This diversity underscores the need for a unified characterization of
how timing in IoT systems.

4.2 On leveraging the edge and data reduction

Architecture: Timeliness is shaped by system-level design choices, and
edge computing is frequently proposed as an effective approach. For
instance, study [52] argues that utilizing edge computing closer to where
the data is being produced supports low-latency applications, noting
that neither cloud- nor device-centric architectures can consistently meet
the demands of time-critical IoT scenarios. This has been evaluated in
several contexts, such as within IIoT and safety-critical scenarios [23].

The question of how to utilize the edge effectively has been explored
from multiple angles. Interoperability is a concern in many IoT deploy-
ments, where heterogeneous devices must collaborate toward a common
goal. Study [45] argues that semantic integration at the edge enables
more timely and coherent decision-making in mission-critical scenarios.
Other studies examine how to use the edge-cloud continuum efficiently
through task allocation, distribution, and scheduling. For example,
study [62] offloads edge tasks to idle end-nodes in a reverse-offloading
manner, while study [23] leverages SDN to slice bandwidth according to
the latency sensitivity of queued traffic in edge-cloud environments.

Overall, these studies highlight the central role of architectural
design and edge-centric strategies in enabling timely IoT operations.

Data reduction: Another important use case for the edge is intelli-
gent data reduction. Prior studies have explored data-reduction strate-
gies from multiple angles. Surveys have identified between three [63]
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and fourteen [64] different data reduction techniques. Processing data
locally at the edge can improve privacy by limiting data exposure during
transmission, although additional safeguards such as encryption remain
necessary. Common reduction techniques rely on filtering, aggregation,
prediction, or compression. Data filtering transmits values only when
they exceed a threshold deviation; data aggregation combines multiple
readings into summarized values; and prediction forecasts future values
based on historical patterns using statistical or Machine Learning (ML)
models. These techniques are inherently lossy, in contrast to compression
methods, which may be lossy or lossless (with lossless variants requiring
more computational resources).

Reduction strategies are often described as single-point or multi-
point, depending on whether they operate at one system layer or across
several [64]. Single-point approaches, typically applied at the edge, domi-
nate the literature. More advanced strategies, such as study [65], propose
a dual-point reduction-and-reconstruction scheme with concept drift de-
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Off-The-Shelf (COTS) devices still lack basic protections aligned with
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and active attacks across system layers, many of which can be mitigated
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Security challenges arise from multiple perspectives. Architecturally,
processing data at an on-premise edge layer can improve control and
reduce exposure [52]. At the application level, study [67] demonstrates
how unencrypted MQTT traffic enables session hijacking, emphasizing
proper configuration and lightweight encryption.

From a cryptographic standpoint, traditional public-key methods
may be unsuitable for highly constrained devices [68]. However, mod-
ern protocols such as TLS 1.3 with elliptic-curve cryptography reduce
overhead, enabling broader feasibility. Still, trade-offs exist: study [69]
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reports higher overhead for TLS on NB-IoT devices, while simpler sym-
metric approaches lack key security properties.

At the transport layer, QUIC [27] offers reduced latency and faster
secure connection establishment, making it attractive for time-critical
IoT. Subsequent evaluations [70] highlight its potential through various
comparisons. More advanced architectures, such as [71], combine QUIC
with session resumption mechanisms and SDN to reduce latency, but
introduce additional security considerations related to key management
and trust.

Taken together, these studies highlight that IoT security remains
a continual cat-and-mouse game, requiring careful trade-offs between
protection, performance, and usability.
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Chapter 5

Summary and future work

This thesis explored timing and security in IoT systems, with a focus
on characterization and edge-centric approaches. To answer RQ1, the
research began with establishing a foundational characterization of “tim-
ing”, grounded in definitions, requirements, and measurement from a
broad set of studies and one survey.

This yielded two timing definitions in IoT, time-criticality and pre-
dictability, each supported by four characteristics. We further provide a
dataset of IoT requirements spanning six domains and 19 applications,
and consolidate communication requirements for three of the seven iden-
tified categories with estimated 90th-percentile bounds. In addition, we
identify a rich data set of timing metrics in the literature, categorized
across five IoT system layers and five metric types. Overall, this foun-
dation reveals how fragmented reference models lead to a scattered un-
derstanding of timing and measurement practices in IoT, while also ex-
posing gaps in requirements, including security, energy, and non-cellular
deployments. In doing so, it provides a structured answer to RQ1 by
characterizing how timing is defined, measured, and specified through-
out the IoT literature.

From this foundation, we explored two promising edge-centric ap-
proaches. To address RQ2, the first approach involved a practical com-
parison of three data reduction techniques across three scenarios, using
accuracy and reduction metrics, demonstrating that algorithm choice
and context-aware tuning are essential to meet application requirements.
To address RQ3, the second approach focused on a latency-centric eval-
uation of MQTT over TCP and QUIC across different platforms, con-
figurations, and traffic patterns. The results show that the primary cost
of security arises during connection establishment, where factors such
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34 5.1. Future work

as transport protocol, authentication scheme, key size, and endpoint
capability significantly influence latency, while steady-state encryption
overhead is relatively stable. Overall, these findings highlight the inher-
ent trade-offs between efficiency, accuracy, and secure communication,
requiring context-aware design choices across the edge-cloud continuum.

5.1 Future work

Future research directions are manifold. The following discussion
highlights several directions related to improving timing and security
in IoT systems, organized into three main areas: modeling and AI,
security, and networking.

Modeling and AI: A key direction is the development of mod-
els that explicitly capture both timing and security requirements. For
example, extending the Asset Administration Shell (AAS) with such at-
tributes could improve its use in time-critical IoT scenarios [72]. System
requirements may also be formalized using ontologies, enabling struc-
tured representation and reasoning about constraints. In addition, for-
mal methods offer complementary ways to model timing, uncertainty,
concurrency, and adversarial behavior.

Translating complex and often vague standards into concrete
requirements remains challenging [73]. Large Language Mod-
els (LLMs), particularly when combined with techniques such as
Retrieval-Augmented Generation (RAG), offer a promising approach
by grounding models in standard documents, helping developers derive
consistent and context-specific requirements.

Security: Lightweight security mechanisms remain critical for
resource-constrained devices. Remote attestation schemes can provide
guarantees of device identity and integrity [74]. Improvements in
certificate management and transport-layer mechanisms (e.g., mutual
TLS (mTLS), QUIC optimizations) require careful evaluation of
latency–security trade-offs. Beyond traditional encryption, techniques
such as steganography, physical layer security, and covert communica-
tion offer alternative ways to protect or conceal communication [75].
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Chapter 5. Summary and future work 35

Networking: Programmable approaches such as SDN, P4-enabled
devices, and In-band Network Telemetry (INT) enable fine-grained con-
trol and observability [23, 76]. Adaptive communication strategies, in-
cluding active probing, can improve responsiveness to changing condi-
tions [77]. Further investigation of transport protocols such as QUIC
may reduce latency, while link-layer scheduling presents opportunities to
jointly optimize timing and security.
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