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Abstract

Modern software systems heavily rely on APIs to allow communication between clients and servers,
making the choice of API architecture a vital factor for an application's performance and resource
efficiency. While REST has been a dominant choice for over two decades, GraphQL has gained rapid
endorsement by offering a more flexible and client-driven approach, designed to eliminate the known
REST limitations, such as over-fetching. However, studies that isolate query complexity as a variable
while measuring server-side resource usage are limited.

This study is meant to address that gap by deploying two standard REST and GraphQL APIs within an
isolated environment to evaluate their latency, throughput, CPU usage, and memory usage across
varying query complexities and load conditions. Additionally, an optimized REST implementation
utilizing fewer requests through a more specific database query was deployed to evaluate the
performance against the standard architectures during nested workloads.

The empirical results show that the performance gap is primarily determined by query complexity rather
than user load. For flat queries, REST is consistently faster due to its minimal parsing overhead. Vice
versa, for complex nested queries, GraphQL outperforms standard REST in performance and throughput
by resolving the query in a single request. However, metrics of the containers reveal that GraphQL
consistently demands higher memory usage, peaking at almost double that of REST under stress.

The optimized REST implementation proved to significantly outperform the standard REST and
GraphQL implementations across all metrics, proving that architectural limitations can be mitigated
through implementation choices. The thesis concludes that while GraphQL provides excellent client-
side flexibility, a well-optimized REST architecture remains the most performant and resource-efficient
choice for high-concurrency applications.
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1. Introduction

Modern-day software systems heavily rely on APIs to communicate data between clients and servers.
As a system grows in traffic and complexity, the choice of a suitable API architecture becomes crucial
for performance and resource efficiency. Two of the most discussed API architectures are REST, an
architecture that has been a standard alternative for over than two decades, and GraphQL, a more recent
architecture that provides a more flexible alternative. It was created to address the commonly known
limitations of REST.

Despite the growing adoption of GraphQL, empirical comparisons between REST and GraphQL under
varying query complexities are limited. Previous studies have compared these architectures, but there
are few that have focused on isolating query complexity as a variable or that have measured server-side
resource usage, alongside latency and throughput.

This study addresses that empirical gap by implementing REST and GraphQL APIs in an isolated
environment and comparing their performance under varying load conditions along with varying query
complexities. The metrics collected include latency, throughput, error rate, CPU, and RAM usage.

The work follows an experimental research methodology, where controlled load tests are used to
measure and compare the performance of the APIs. This approach allows for a direct and reproducible
comparison between the two architectures. Based on the key differences between the architectures,
REST is expected to be more efficient and outperform GraphQL on simpler queries, due to its static
handling with single endpoints. GraphQL is expected to be more effective for complex and nested
queries, where REST would otherwise suffer from massive over-fetching of data.

This thesis is primarily written for software architects, developers, and system engineers tasked with
selecting an API architecture. To guide the reader through the report, it begins with a theoretical
background of REST and GraphQL, followed by a review of related works. Then the problem and
research questions are discussed, along with the methodology used. Finally, the results are presented
with discussions, as well as a conclusion.
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2. Background

2.1. Web APIs and Their Role in Modern Software Systems

Application Programming Interfaces (APIs) form the grounds of modern web-based systems by enabling
communication between servers and clients. An API defines the rules of how a system can request data
or functionality from another, abstracting the primary underlying implementation. In modern-day
software architecture, APIs are a core part of any application that wishes to add and retrieve information
from another system, such as microservices and third-party integrations. As systems grow in traffic and
complexity, the design and efficiency of these interfaces become vital factors in how the overall system
performs and how it can be scaled.

2.2. REST - Representational State Transfer

REST is an architectural style first described by Roy Fielding in his doctoral dissertation in 2000 [1]. It
is built upon the constraints of the HTTP protocol and organizes fixed endpoint URLs for resources,
using standard HTTP methods such as POST, GET, PUT, and DELETE to perform operations on the
data. A characteristic of REST is that each endpoint exposes a predefined fixed data structure. Although
it seems very simple and predictable to use, it introduces two well-known problems that lower efficiency:
over-fetching, where a client receives more data than it needs, and under-fetching, where a client must
send multiple requests to gather the information it requires. Despite these two limitations, REST has
been and still is dominant in modern-day API design due to its simplicity and alignment with HTTP
semantics [1].

2.3. GraphQL

GraphQL is a query language for APIs developed within Facebook in the year 2012, later publicly
released in 2015 [2]. Unlike the REST style, GraphQL exposes a single endpoint in which clients can
precisely specify the fields and data they need in a single request. Central to this functionality is that the
developer introduces a strict schema or ‘blueprint’ that defines how the database looks and how the
queries can be formed. Because of this, the GraphQL server can validate the questions before they are
executed, which ensures that the client only asks for valid data. This design eliminates over-fetching and
under-fetching, because you are getting exactly what you requested.

The server processes the query sent and resolves each of the requesting fields, which may include
multiple database lookups or computations depending on the query’s complexity. While this flexible
approach to an API offers significant advantages for complex data structures, the dynamic resolution
process for the queries introduces a lot of computational overhead on the server side, particularly for
nested queries.
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2.4. Architectural Lifecycle

The figure shows the lifecycle, step-by-step, of a READ operation requested from a client, and sent to
REST and GraphQL.

REST

Request Query
construction construction
Client selects the HTTP Client forms a typed and
method and endpomt declarative query document
GET /users/1 HTTP POST /grapghl
¥ h J
HTTP transport HTTP transport
. Query sent az a HTTP
Request iz sent to the b .
resource specific URL POST request to a single
URL, /graphql
¥ h J
: Validation and
Routing .
Server reads the request and parsing .
matches the URL against a Server reads and validates
routing table query, then parses it into an
- Abstract Syntax Tree (AST)
¥ h J
Controller Resolver
The matched controller Query gets resolved field-

executes logic and retrieves
the relevant data

GraphQL

wize on the server to
retrieve the requested data

Y v
Structuring Structunng
response
response The resolved fields are

The retrieved data iz
aszembled into JSON

assembled into the
requested JSON structure

h 4 Y
Delivery The Eqileﬁ?;ow
The JSON EEt? returned to structure gets retl.uned_tﬁ the
the client ) client

Figure 1: The architectural lifecycle of REST and GraphQL
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REST

Request Construction: The client opens an HTTP connection and sends a GET request to the
endpoint (e.g., /users/1)

HTTP Transport: The REST server receives the request.

Routing: The server then reads the request and matches the URL against a routing table and
passes it on to the corresponding controller.

Controller: The matched controller triggers a database query to fetch the requested data.
Structuring Response: The response is then structured and transformed into a standard fixed
format (typically JSON) by the server.

Delivery: The client then receives the response from the server.

GraphQL

Query Construction: Firstly, the client constructs a single HTTP POST request containing a
custom-shaped text query specifying exactly what data it needs.

HTTP Transport: The GraphQL server receives the request at its single endpoint, accepting
the data.

Validation and Parsing: The query string is then parsed by the engine into an Abstract Syntax
Tree (AST) to map out the structure of the data needed. The engine then validates the AST
against the server-defined schema, checking that all fields and relations requested are valid
Resolver: The runtime invokes dedicated resolver functions for each field in the tree, then the
engine stitches together the data internally.

Delivery: The server then packs the compiled data into a single JSON payload that mirrors the
client's query shape and sends it back over the connection.

2.5. Performance Considerations in API Design

Performance within a system is highly important depending on its use-case. It is typically evaluated
along dimensions such as latency (the time from a request to a response), throughput (the number of
requests that can be handled per a designated unit of time), and resources (CPU and memory
consumption on the server side). These metrics are particularly interesting to look at under varying load
conditions. At a low traffic load, the differences between the architectures of the API may be negligible,
but under a sustained and high traffic load, the trade-offs can be massive depending on how the
technology fetches and receives the data.

Understanding the system at a range of load levels is therefore essential for making informed API design
decisions.
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3. Related Work

Earlier papers have conducted similar experiments to the ones discussed in this paper. The purpose is to
position this study in context, identify its limitations in existing research, and motivate why this study is
complementary.

3.1. GraphQL vs REST: Investigating Performance and Scalability

Jin et al. [5] investigated the performance and scalability of GraphQL and REST APIs by comparing
multiple GraphQL implementations against a REST API, across several endpoints and load scenarios.
The result of the study showed that GraphQL put out lower average response times than REST during
low-to-medium load, but REST handled scalability more efficiently under high load.

One of the key differences between their study and this one is a higher focus on the independent variable.
Jin et al. focused on comparing different GraphQL implementations with each other, while this study
instead isolates query complexity as one of the primary variables, examining how the depth of query and
structure affect the performance gap between GraphQL and REST. Additionally, their study was
conducted in various cloud and client environments, whereas this study uses a local and isolated test
environment, focusing on the APIs themselves without external factors.

3.2. REST vs GraphQL: A Controlled Experiment

Brito and Valente [6] conducted a controlled experiment with the aim of investigating the amount of
effort required to implement remote queries and consume web services using REST and GraphQL APIs.
Unlike many experiments focusing on runtime performance, their study examined the APIs from a
developer’s perspective, with a lot of weight on the amount of effort required by the developer to write
queries and to retrieve data using each API. The results gathered from the experiment showed that
GraphQL was easier to work with when retrieving more complex data, whilst REST was simpler for
basic single-endpoint data retrieval.

The difference between this study and theirs is the perspective of the work. Brito and Valente focused
entirely on the developer’s side, simply put, which one is easier to work with in real world scenarios.
While this study focuses solely on runtime performance metrics and resource usage. This study serves
well as a technical complement to their findings by covering performance gaps in their experiment.

3.3. Comparison of REST and GraphQL web technology performance

Mikula and Dzienkowski [7] conducted a performance comparison between REST and GraphQL by
developing two similar test applications and measuring data volume and response times for both read
and write operations. The results of their study showed that there was no significant performance
difference between the APIs during operations such as adding, editing, and deleting data. But for read
operations, GraphQL was a clear winner for smaller data volume under heavy load, whilst REST
outperformed GraphQL for larger data volume under heavy load.

The two key differences between their study and this study are, first and foremost, the scope of the
measurements. Mikula and Dzienkowski measured both read and write operations, whereas this study
focuses solely on read operations, as these operations represent most of the typical API traffic. Secondly,
they exclusively focus on data volumes as a variable, excluding server-side resource usage and the
complexities of queries. This study complements their comparison of data volumes well with
measurements of resource usage alongside latency comparisons, thereby offering a more complete
picture of the characteristics of each architecture.
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4. Problem Formulation

This chapter defines the problem addressed by the study. It presents a short motivation of the study, the
purpose behind it, the research questions that will be studied, as well as technical objectives and
limitations that define the scope of the study.

4.1. Problem Motivation

When choosing an API architecture for a system, the decision has a direct impact on the system's
performance, resource efficiency, and scalability. While REST has remained dominant as a standard
choice in applications for many years, GraphQL is increasingly being adopted in modern applications

[5].

However, choosing between them often relies on subjective preferences rather than empirical data, and
it is especially important to make a well-informed selection of an API because it is the backbone of the
software's efficiency. Failing to notice and account for factors such as query complexities and traffic
loads can lead to software that is expensive to maintain or one that unexpectedly drops in performance
at high loads. This study aims to add empirical data by providing measurable performance comparisons
under controlled experiments.

The purpose is to empirically evaluate and compare the performance of REST and GraphQL API
architectures under varying load conditions. By measuring and quantifying performance metrics, this
research aims to provide data-driven guidance for architects and developers when selecting an API
design.

4.2. Research Questions

To best fulfill this purpose, three research questions were formed. Each question targets a dimension of
performance, and together they provide the data needed to decide which API is appropriate under what
conditions.

e RQI: How does the latency and throughput differ between REST and GraphQL under varying
load conditions and query complexities?

e RQ2: How does the resource usage on the server-side (CPU and RAM) differ between REST
and GraphQL under varying load conditions and query complexities?

e RQ3: How does the performance and resource usage of REST and GraphQL degrade under
extreme load conditions?

4.3. Task Description

To properly answer the research questions at hand, this study involves the implementation of two API
servers, one using REST and one using GraphQL — both connected to a shared PostgreSQL database.
These APIs are then submitted to controlled load testing, simulating various user activities and query
complexities.

The prime focus is to measure how each API handles increasing demands in a local and isolated
environment. Additionally, an optimized REST implementation was introduced to the nested and stress
tests to examine if implementation choices can mitigate architectural limitations
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4.4. Technical Objectives

The study had the following technical objectives:
e Gl: Measure and compare the latency (P90, P95, median), and throughput for flat, medium,
and nested queries.
e  (G2: Measure and compare the CPU and RAM usage for both APIs across all the test scenarios.
e (3: Identify and compare the degradation of each API under extreme load conditions.

4.5. Limitations

The scope of this study had to be limited, with each limitation reflecting decisions made to keep the
scope of a bachelor's thesis appropriate. These constraints were considered necessary to maintain a
focused, well-defined study.
- Operation type: Only read operations are tested, as these represent a large majority of a
system’s API traffic. Write operations were excluded to keep the scope of the study intact.
- Environment: The tests are conducted on a local machine, which means that other background
processes on the machine can interfere with the tests and lead to slower response times.
- Data model: The study evaluates the performance based on specific query depths (flat, medium,
and nested queries). The measurements gathered are limited to these specific types and may not
account for more advanced or irregular queries.

10
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5. Method

To conduct this study, an experimental research methodology was employed. The reasoning behind this
was that it allows for a direct measurement of the technology's behaviour under different scenarios. By
altering various variables, such as load level and query complexity, relationships between the variables
and the measured performance metrics can be established. Because of this, the experimental
methodology is particularly well-suited for this type of performance study, where quantitative and
comparable data are needed [8].

Gathering data was performed through an automated load testing software that simulates virtual users
sending requests to the APIs simultaneously. The metrics collected include throughput, response time,
and error rate per request. The server-side resource usage was measured in parallel with the tests running,
using monitoring software that reports the total CPU and RAM consumption during each test. The CPU
is measured in total percentage of capacity available per container, where a value over 100% indicates
utilization across multiple CPU cores. RAM is reported in mebibytes (MiB), where 1 MiB equals
1,048,576 bytes.

This method directly reaches the goals and answers the research questions. RQI1 is answered by
measuring the response time and throughput across varying load levels and query types, allowing G1 to
be reached through a direct comparison of the gathered metrics. Similarly, RQ2 and G2 are addressed
by capturing and comparing the system's CPU and RAM usage. Ultimately, RQ3 is answered through a
stress test that has an extreme load with no breaks, thereby satisfying G3 by identifying each API's
degradation.

Different methods, such as case studies or surveys, were not considered suitable for this study, as they
measure opinions or real-world systems. To properly answer the research questions at hand, measured

and comparable statistics within the system are crucial.

The detailed implementation is described in Chapter 7.

11
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6. Ethical and Societal Considerations

This thesis does not involve any personal data, human participants, or sensitive information. All test data
used is synthetically generated, and no ethical considerations, such as privacy or anonymity, arise.
Therefore, this study does not make any explicit statements regarding these considerations.

Neither do the APIs provide any significant differences in ethical natures; the choice between them
solely depends on the technology itself.

To always ensure full reproducibility and transparency, the test data included has not been subjected to

external manipulations or modifications. Consequently, the results presented are the direct and unaltered
output from the testing tool.

12
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7. System Design and Implementation

This chapter will cover the aspects of the design and implementation of the system that was used to
conduct experiments. The code can be found on GitHub'.

7.1. REST API Implementation

The REST API was implemented using Node.js with the Express framework [11], connected to a
PostgreSQL database using the pg connection pool library [12]. The API itself exposes several
endpoints, and each of them handles a specific type of query.

The main implementation of REST in this thesis is meant to be resource-based (meaning, one endpoint
per resource, and nothing more) and unoptimized, to give a fair comparison with GraphQL [1].

The endpoint for the flat-query type /users/:id performs a single lookup in the table, fetching a user's ID
along with name and email.

The medium-query endpoint /posts/:id fetches a post from the database along with its author by
performing two database queries. Firstly, it retrieves the post, then uses the returned user_id to fetch the
author data.

For the nested query, three endpoints had to be implemented. Firstly /posts/:id for the post and its author,
secondly, /posts/:id/comments for all the comments on that post joined with the commenters' names, and
lastly, /posts/:id/likes for all the likes joined with usernames.

Additionally, to the standard endpoints, a single optimized endpoint /posts/:id/full was implemented for
the nested queries. This endpoint returns a post with its author, the comments, the comment authors, and
likes in a single response. It was introduced so that a direct comparison could be made between an
optimized REST architecture and a standard REST and GraphQL implementation.

7.2. GraphQL API Implementation

The GraphQL API was implemented using Node.js with the express-graphql middleware, also connected
to the same PostgreSQL database using pg connection pool library.

As well as REST, the GraphQL implementation is meant to be a standard and non-optimized
implementation [2].

The GraphQL schema defined three core types: User, Post, and Comment.
e The User type contains three simple fields: id, name, and email.
e The Post type contains nested references to its author (User), a list of comments (Comment),
and a list of users as likes.
e The Comment type contains nested references to its author (User).

The schema itself exposes three different general queries:
e  Users for fetching all users
e  User(id) for fetching a single user by its ID
e  Post(id) for fetching a single post with its data.

The users and user(id) always perform a simple single-table lookup in the database. When fetching the
Post, the resolver will always fetch the post and its author together. The comments and the likes are only
fetched if the client asks for it; if they are not, those calls are never made. This follows the standard
GraphQL behavior where the client only gets what they ask for.

! GitHub, https://github.com/JonatanGit1/ThesisRestvsGraphQL

13
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7.3. Design of Database

The APIs connect to the same PostgreSQL database. This is to ensure that all performance differences
between the two architectures depend on the API architecture rather than the differences in data or
configuration.

The database uses a blog-inspired schema that consists of four tables: users, posts, comments, and likes.

The reasoning behind this choice was to promote a real-world scenario, and this type of schema allowed
for simple single-table lookups as well as deeply nested multi-table queries.

id &2 integer
- user_id & integer NN
title text
m content text
id &2 integer -
created_at B timestamp
name text
id 2 integer
post_id & integer WM
- user_id & integer NN
body text
created_at @ timestamp

id & integer
- user_id & integer NN
post_id & integer NN :

Figure 2: Diagram of the database

The relationships between the objects are as follows:
e A user can write many posts, and each post is written by exactly one user.
e A post can contain many comments, and each comment belongs to exactly one post.
e A user can write many comments, and each comment is written by exactly one user.
e A post can be liked by many users, and a single user can like many posts.

7.3.1. Database Population
The database was populated with the purpose of generating realistic patterns. The generation was made
with SQL set-generation.

e  Users: Exactly 1000 unique user profiles were generated.

e Posts: Exactly 5000 posts generated, distributed randomly among the 1000 users.

e Comments: Exactly 20000 comments were generated, each randomly mapped to an existing
post and an existing author.

14
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e Likes: Exactly 15000 random likes were generated, and because a user may only like exactly
one post, duplicate pairings were handled with a DISTINCT filter paired with an ON
CONFLICT DO NOTHING database clause.

7.4. Docker Environment

The entire system is composed and deployed using Docker. This allows all the components of the study
to be started with a single command and ensures that the environment is consistent across all runs and
systems. Each one of the components runs in a separate container within the same Docker network,
allowing communication between them using their container names as a hostname, while the containers
remain completely isolated from the external system.

The Docker configuration for this thesis includes the following services:
e Application Services:
o REST API container
o  GraphQL API container
o PostgreSQL database container
e Test and Monitoring Services:
o InfluxDB container for storing metrics
o  Grafana container for visualizing results
o K6 container for running the load tests

7.5. Test Environment

The load tests, as discussed, ran using k6, a loading tool developed by Grafana Labs [13]. For every test
run, k6 simulates requests to the API and collects the performance metrics for each of those requests.
These metrics are in real time posted to InfluxDB [14], where they are stored as instances of time-series
data. Grafana is then connected to InfluxDB’s dataset, where you can visualize and monitor all the results
in a dashboard from that run.

The CPU and RAM usage on the server is measured in parallel to the tests using Docker's internal
“Docker stats”. This command reports the CPU and RAM usage per container. It is run during the tests
and then outputs the stats to a .txt file for analysis.

To ensure that the consistency and validity of the tests are trustworthy, a test procedure was followed
for every scenario tested:
e  All the Docker containers are restarted before the tests begin.
e A waiting time of 60 seconds after starting it up to ensure that the system is warmed up.
e A preliminary test run for 30 seconds with the data being thrown away, to ensure that no cold
start effects of the database, such as slower response times, could happen.
e The test is then executed, each of the scenarios is run three times, and then the average value
of all the metrics collected is presented. This reduces random variation in the measurements.

7.6. Testing Scripts Design

The testing scripts are implemented as k6 scripts, with one script per scenario: flat, medium, nested, and
stress.

The flat query scenario simulates a very lightweight and flat request with basic fields. When the script
runs, it generates a random user ID between 1 and 1000 to fetch a user’s name, email, and ID. The
purpose of this scenario is to measure the differences between the APIs when fetching the most basic
information.

The medium query scenario simulates a quite standard relationship database query. During runtime, the
script generates a random post ID between 1 and 5000 to fetch that specific post along with its relational

15
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author data (name and email). The purpose of this scenario is to measure the differences when the query
gets a bit more complex.

The nested query scenario simulates a deeply nested relationship database query. During runtime, a
random post ID between 1 and 5000 gets generated, then it requests that post along with its author, all
the comments on that post, as well as the author of those comments, and the likes of the post.

To further investigate a more optimized REST implementation compared to GraphQL, two versions of
REST were implemented in the nested query scenario, one with the standardized endpoints and one with
a single optimized endpoint that fetched all the needed data in one request.

The stress test scenario was designed within the nested query scenario; it uses the same operations as the
nested query test, but with a higher load. Therefore, it is also stress testing the optimized REST endpoint,
as well as the standard APIs.

Load levels for all the scenarios are controlled using an environment variable passed to k6 when running
the tests. It is utilized using the -e load flag (ex, -e load =low). The reasoning behind this was to ensure
that no modification of the actual code had to be done to test different load levels. It is simply done by
specifying the flag at runtime.

For a low load, 10 virtual users (VUs) hammer the API with a 200ms break between the requests.

For a medium load, 50 virtual users (VUs) hammer the API with a 200ms break between the requests.
For a high load, 200 virtual users (VUs) hammer the API with a 200ms break between the requests.
For a stress load, 1000 virtual users (VUs) hammer the API with a Oms break between the requests.

To provide context to these load levels, real-world applications can experience a significantly higher
number of concurrent user loads. The load levels used in this thesis — 10, 50, and 200 VUs- are primarily
constrained by the machine and test environment. While these values are lower than those encountered
in large-scale production systems, they are sufficient to provide characteristics, scalability trends, and
relative differences between the architectures.

Using the same principle as the load levels, the selection of the API to test was also controlled via an

environment variable -e type (ex, -e type=rest). This similarly ensured that no modification of the code
had to be done to alter the API to test.

16
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8. Results

This chapter will discuss the results of the study. A metric that was going to be measured was the total
error rate of the requests, but consequently, no error rates were found even for the extreme conditions,
so that metric is not handled in the results.

8.1.
The flat query retrieves a single user by ID, resembling a simple single-table lookup in the database.

8.1.1. Flat Query Low Load
Flat Query — Low Load (10 VUs, 30s)

Flat Query Results

REST: ~1,450 requests - GraphQL: ~1,430 requests
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Figure 3: Graph of performance metrics between REST and GraphQL Flat query under Low load

Latency
API min median max mean P95 P90
REST 0.92ms 4.42ms 82.9ms 5.99ms 14.7ms 11.3ms
~1450 regs
GraphQL 1.5ms 7.78ms 89.1ms 9.18ms 19.6ms 15.2ms
~1430 regs
Table 1: Min, Median, Max, Mean, P95, and P90 of Flat query low load
CPU and Memory Usage
API Avg. CPU Max CPU Avg. mem Max. mem
REST 12.59% 35.59% 33.7 MiB 39.6 MiB
GraphQL 17.1% 30,12% 61.9 MiB 70.2 MiB

Table 2: Average CPU, Max CPU, Average Memory, Max Memory of Flat query low load

At alow load, REST demonstrated lower response times across both latency metrics and resource usage.
REST had a median of 4.42ms compared to GraphQL's 7.78ms, and a P95 of 14.7 compared to 19.6ms.
GraphQL also consumed more CPU on average (17.1% vs 12.59%), as well as a significantly higher
average memory usage (61.9 MiB vs 70.2 MiB).

The throughput for REST was approximately 48 Requests / Second, and GraphQL had about the same
at 47 Requests / Second.
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8.1.2. Flat Query Medium Load

Flat Query — Medium Load (50 VUs, 30s)
REST: ~7,250 requests - GraphQL: ~7,120 requests
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Figure 4: Graph of performance metrics between REST and GraphQL Flat query under Medium load

Latency
API min median max mean P95 P90
REST 0.76ms 3.61ms 121ms 6.77ms 21.7ms 15.4ms
~7250 regs
GraphQL 1.10ms 6.08ms 133ms 10.4ms 32.6ms 22.9ms
~7120 regs
Table 3: Min, Median, Max, Mean, P95, and P90 of Flat query medium load
CPU and Memory Usage
API Avg. CPU Max CPU Avg. mem Max. mem
REST 21.64% 46.38% 57.8 MiB 60.6 MiB
GraphQL 34.19% 55.56% 61.1 MiB 67.6 MiB

Table 4: Average CPU, Max CPU, Average Memory, Max Memory of Flat query medium load

At a medium load of the flat queries, the gap between the APIs widened even more. REST maintained a
median of 3.61ms, whilst GraphQL reached 6.08ms. The P95 difference grew higher as REST reached
21.7ms versus 32.6ms for GraphQL. The average memory usage of GraphQL increased to 34.19%
compared to RESTs 21.64%, and GraphQL had a higher memory usage across all metrics.

The throughput for REST was approximately 241 Requests / Second, while GraphQL had approximately
237 Requests / Second.
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8.1.3. Flat Query High Load
Flat Query — High Load (200 VUs, 30s)
REST: ~28,800 requests - GraphQL: ~28,350 requests
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Figure 5: Graph of performance metrics between REST and GraphQL Flat query under High load

Latency
API min median max mean P95 P90
REST 0.69ms 4.25ms 126ms 9.00ms 32.5ms 22.2ms
~28 800 reqgs
GraphQL 1.05ms 5.45ms 214ms 11.3ms 29.4ms 20.3ms
~28 350 regs
Table 5: Min, Median, Max, Mean, P95, and P90 of Flat query high load
CPU and Memory Usage
API Avg. CPU Max CPU Avg. mem Max. mem
REST 57.86% 81.85% 61.1 MiB 64.2 MiB
GraphQL 61.5% 143.11% 77.9 MiB 104.7 MiB

Table 6: Average CPU, Max CPU, Average Memory, Max Memory of Flat query high load

At a high load of the flat queries, an interesting pattern can be seen. While REST still maintains an
advantage in median response time (4.25ms versus 5.45ms) and mean (9.00ms vs 11.3ms), GraphQL
achieved a lower P90 value (20.3ms versus 22.2ms) and P95 (29.4ms versus 32.5ms). Nonetheless,
GraphQL’s max response time was significantly higher at 214ms than REST's 126ms. The resource
usage peaks were higher for GraphQL compared to REST, especially for the max CPU (143.11% versus
81.85%), and REST had a better average memory at 61.1 MiB compared to GraphQL’s 77.9 MiB.

The throughput for REST was approximately 960 Requests / Second, while GraphQL had approximately
945 Requests / Second.
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8.2. Medium Query Results

The medium query retrieves a post along with its author through a database join, representing a medium

level of query complexity.
8.2.1. Medium Query Low Load

Medium Query — Low Load (10 VUs, 30s)
REST: ~1,443 requests - GraphQL: ~1,432 requests
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Figure 6: Graph of performance metrics between REST and GraphQL Medium query under Low load

Latency
API min median max mean P95 P90
REST 1.49ms 8.24ms 95.4ms 9.08ms 20.4ms 17.1ms
~1443 reqgs
GraphQL 1.51ms 8.12ms 107ms 9.44ms 20.4ms 16.8ms
~1432 reqgs
Table 7: Min, Median, Max, Mean, P95, and P90 of Medium query Low load
CPU and Memory Usage
API Avg. CPU Max CPU Avg. mem Max. mem
REST 12.65% 31.31% 35.1 MiB 43.1 MiB
GraphQL 20.42% 36.10% 57.6 MiB 80.2 MiB

Table 8: Average CPU, Max CPU, Average Memory, Max Memory of Medium query low load

At a low load of the medium query, both APIs performed almost identically. REST had a median of
8.24ms and GraphQL 8.12ms, a slight difference of 0.12ms. The P95 values were also equal for both
technologies, but the P90 value saw REST having a slightly slower value at 17.2ms compared to 16.8ms.

GraphQL also consumed more CPU on average (20.42% versus 12.65%), and memory as well (57.6
MiB versus 35.1 MiB).

The throughput for REST was approximately 48 Requests / Second, while GraphQL, similarly, had
approximately 48 Requests / Second.
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8.2.2. Medium Query Medium Load

Medium Query — Medium Load (50 VUs, 30s)
REST: ~7,231 requests - GraphQL: ~7,138 requests
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Figure 7: Graph of performance metrics between REST and GraphQL Medium query under Medium

load
Latency
API min median max mean P95 P90
REST 1.05ms 5.4%9ms 133ms 9.55ms 27.8ms 21.7ms
~7231 regs
GraphQL 1.24ms 7.40ms 132ms 10.6ms 28.2ms 21.8ms
~7138 regs
Table 9: Min, Median, Max, Mean, P95, and P90 of Medium query medium load
CPU and Memory Usage
API Avg. CPU Max CPU Avg. mem Max. mem
REST 26.45% 43.07% 54.5 MiB 61.8 MiB
GraphQL 41.5% 56.11% 67.3 MiB 69.4 MiB

Table 10: Average CPU, Max CPU, Average Memory, Max Memory of Medium query medium load

Performance of REST and GraphQL remained closely matched at medium load. REST measured a
median of 5.49ms versus GraphQL’s 7.40ms, followed by P95 values of 27.8ms and 28.2ms. CPU and

memory usage followed a similar pattern to the previous scenarios, with GraphQL consuming more CPU
and RAM.

The throughput for REST was approximately 241 Requests / Second, while GraphQL had approximately
238 Requests / Second.
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8.2.3. Medium Query High Load

Medium Query — High Load (200 VUs, 30s)
REST: ~28,038 requests - GraphQL: ~28,368 requests
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Figure 8: Graph of performance metrics between REST and GraphQL Medium query under High load

Latency
API min median max mean P95 P90
REST 0.99ms 3.59ms 145ms 7.49ms 23.1ms 15.9ms
~28938 regs
GraphQL 1.27ms 4.68ms 250ms 9.74ms 25.7ms 17.7ms
~28368 regs
Table 11: Min, Median, Max, Mean, P95, and P90 of Medium query high load
CPU and Memory Usage
API Avg. CPU Max CPU Avg. mem Max. mem
REST 68.57% 88.32% 61.3 MiB 64.5 MiB
GraphQL 92.6% 133.95% 78.8 MiB 95.3 MiB

Table 12: Average CPU, Max CPU, Average Memory, Max Memory of Medium query high load

At a high load, REST achieved a median of 3.59ms, versus GraphQL’s 4.68ms. The max response time
for the APIs differed greatly, with REST landing a max value of 145ms and GraphQL 250ms.
GraphQL’s average CPU reached a value of 92.6% compared to REST’s 68.57%, and memory usage

peaked at 95.3 MiB for GraphQL versus 64.5 MiB for REST.

The throughput for REST was approximately 965 Requests / Second, while GraphQL had approximately
946 Requests / Second.
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8.3. Nested Query Results

The nested query test retrieves a post from the database, along with its author, all associated comments
to that post, each comment’s author, and all likes. This required multiple database joins, representing the
highest level of query complexity in this study.

8.3.1. Nested Query Low Load
Nested Query — Low Load (10 VUs, 30s)

REST: ~1,201 requests - GraphQL: ~1,355 requests
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Figure 9: Graph of performance metrics between REST and GraphQL Nested query under Low load

Latency
API min median max mean P95 P90
REST 6.10ms 27.4ms 107ms 30.8ms 62.3ms 52.6ms
~1291 regs
GraphQL 3.41ms 19.0ms 115ms 21.0ms 42.8ms 37.2ms
~1355 regs
Table 13: Min, Median, Max, Mean, P95, and P90 of Nested query low load
CPU and Memory Usage
API Avg. CPU Max CPU Avg. mem Max. mem
REST 22.9% 37.6% 45.0 MiB 58.7 MiB
GraphQL 24.6% 39.2% 49.4 MiB 61.4 MiB

Table 14: Average CPU, Max CPU, Average Memory, Max Memory of Nested query low load

At low load, GraphQL outperformed REST across all measured latency metrics for the nested query,
except for the max value. GraphQL measured a median of 19.0ms compared to REST’s 27.4ms, and a
P95 of 42.8ms versus REST’s 62.3ms. The CPU and memory usage were almost identical between the
two technologies.

The throughput for REST was approximately 43 Requests / Second, while GraphQL had approximately
45 Requests / Second.
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8.3.2. Nested Query Medium Load
The optimized REST implementation is introduced in this scenario, as well as in the high load, as it is
an interesting side note to compare with a standardized GraphQL and REST implementation.

Nested Query — Medium Load (50 VUs, 30s)
REST: ~6,581 - GraphQL: ~6,815 - REST (Opt.): ~6,020 requests
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Figure 10: Graph of performance metrics between REST, GraphQL, and REST (Opt.) Nested query
under Medium load

Latency
API min median max mean P95 P90
REST 5.42ms 22.6ms 192ms 30.0ms 73.9ms 60.7ms
~6581 regs
GraphQL 2.27ms 17.2ms 155ms 21.5ms 50.3ms 41.3ms
~6815 regs
REST 3.83ms 11.9ms 167ms 17.1ms 40.8ms 35.1ms
(Opt.)
~6929 regs
Table 15: Min, Median, Max, Mean, P95, and P90 of Nested query medium load
CPU and Memory Usage
API Avg. CPU Max CPU Avg. mem Max. mem
REST 56.4% 83.9% 55.4 MiB 62.9 MiB
GraphQL 46.7% 66.2% 70.7 MiB 88.2 MiB
REST 29.8% 50.9% 54.8 MiB 60.1 MiB
(Optimized)

Table 16: Average CPU, Max CPU, Average Memory, Max Memory of Nested query medium load

GraphQL then continued to outperform the standard REST implementation at medium load, measuring
a median of 17.2ms compared to REST’s 22.6ms, and a P95 of 50.3ms versus 40.8ms. The optimized
REST implementation outperformed them both, achieving a median of 11.9ms and a P95 of 40.8ms.
GraphQL consumed more average memory than the standard REST (70.7 MiB versus 55.4 MiB), but
less average CPU power (46.7% versus 56.4%). By contrast, the optimized REST used a similar memory
usage as standard REST but outperforms both GraphQL and standard REST on the CPU (avg. 29.8%).

The throughput for REST was approximately 219 Requests / Second, GraphQL had approximately 227
Requests / Second, and the optimized REST about 231 Requests / Second.
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8.3.3. Nested Query High Load
Nested Query — High Load (200 VUs, 30s)
REST: ~18,048 - GraphQL: ~19,206 - REST (Opt.): ~27,653 requests
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Figure 11: Graph of performance metrics between REST, GraphQL, and REST (Opt.) Nested query
under High load

Latency
c min median max mean P95 P90
REST 8.89ms 129ms 435ms 135ms 177ms 157ms
~18048 reqs
GraphQL 8.08ms 84.4ms 407ms 92.6ms 141ms 121ms
~19206 reqs
REST 3.41ms 8.45ms 222ms 12.7ms 29.4ms 21.8ms
(Optimized)
~27653 reqs
Table 17: Min, Median, Max, Mean, P95, and P90 of Nested query high load
CPU and Memory Usage
API Avg. CPU Max CPU Avg. mem Max. mem
REST 89.1% 107.7% 71.0 MiB 88.7 MiB
GraphQL 95.6% 128.3% 93.0 MiB 116.9 MiB
REST 79.5% 95.4% 61.1 MiB 62.2 MiB
(Optimized)

Table 18: Average CPU, Max CPU, Average Memory, Max Memory of Medium query high load

The performance gap between the APIs differed drastically at high load of the nested queries. GraphQL
measured a median of 84.4ms compared to REST’s 129ms, and a P95 of 141ms versus 177ms. The
optimized REST version was significantly faster, measuring a median of just 8.45ms and a P95 of
29.4ms, outperforming both standard REST and GraphQL by a substantial margin. In terms of resource
usage, standard REST and GraphQL reached a high average CPU usage at 89.1% versus 95.6%, while

the optimized REST measured 79.5%. GraphQL consumed the most memory of them all, peaking at
116.9 MiB.

The throughput for REST was approximately 602 Requests / Second, GraphQL had approximately 640
Requests / Second, and the optimized REST outperformed them both significantly by recording a
throughput of nearly 922 Requests / Second.
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8.4. Stress Test

The stress test was conducted with the same query as in the nested query test, but simulating 1000 virtual
users at once. Additionally, the optimized REST implementation gets tested under the same extreme
conditions to see how the endpoint-related changes alter the response times.

8.4.1. Stress Test —- REST vs GraphQL
Stress Test — REST vs GraphQL vs REST Optimized (1000 VUs)
REST: ~18,048 requests - GraphQL: ~1g,324 requests - REST (Opt.): ~18,320 requests
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Figure 12: Graph of performance metrics between REST and GraphQL Stress test
API min median max mean P95 P90
REST 1048ms 1616ms 3298ms 1683ms 2183ms 1776ms
~18048 reqs
GraphQL 814ms 1423ms 3079ms 1510ms 1918ms 1780ms
~19324 reqs
REST 460ms 912ms 1488ms 939ms 1061ms 1016ms
(Optimized)
~18320 regs
Table 19: Min, Median, Max, Mean, P95, and P90 of Stress Test
API Avg. CPU Max CPU Avg. mem Max. mem
REST 108.4% 139.1% 117.2 MiB 129.8 MiB
GraphQL 98.2% 150.5% 181.2 MiB 227.8 MiB
REST 95.8% 132.9% 118.2 MiB 135.2 MiB
(Optimized)

Table 20: Average CPU, Max CPU, Average Memory, Max Memory of Stress Test

For the stress test, REST recorded a median of 1616ms and a P95 of 2183. GraphQL performed slightly
better, measuring a median of 1423ms and a P95 of 1918ms. In terms of resource usage, both APIs
recorded a similar average CPU utilization, REST at 108.4% versus GraphQL’s 98.2%. Memory
consumption was significantly higher for GraphQL, recording an average memory consumption of 181.2
MiB versus REST’s 117.2 MiB.

Compared to the standardized REST and GraphQL, the optimized version performed notably better
under the same conditions, recording a median of 912ms and a P95 of 1061ms. The average CPU usage
was 95.8%, and peak memory was 135.2 MiB, substantially lower.

The throughput for REST was approximately 601.6 Requests / Second, GraphQL had approximately
644 Requests / Second, and the optimized REST had approximately 611 Requests / Second.
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9. Discussion

This chapter interprets and discusses the results presented in Chapter 8. Each one of the research
questions are discussed, followed by practical recommendations, a discussion of validity problems, as
well as a comparison with the related work.

9.1. Discussion of Results — RQ1

The first research question involved the latency and throughput of REST and GraphQL under varying
load conditions and query complexities.

The results gathered show a clear pattern across all the query types: the performance gap between REST
and GraphQL is highly dependent on the complexity of the query, rather than user load alone.

For flat queries, the traditional REST implementation was consistently faster than GraphQL across all
scenarios, which is to be expected because of its minimal overhead [6]. As shown in Table I, REST
achieved a median response time of 4.42ms compared to GraphQL’s 7.78ms. This aligns well with the
expected overhead of GraphQLs request pipeline. Every request must be parsed, validated, and then
resolved dynamically, introducing an overhead that REST does not have for simple endpoints [1]. This
pattern was repeated in the remaining two load scenarios.

However, as shown in Table 5, under high traffic load, an unexpected behaviour occurred: GraphQL
measured a better latency time in both P90 and P95 than the standard REST. This most likely happened
because of how REST handles concurrent requests. It is also important to note that this only occurred in
the P90 and P95 values, where REST was still faster in the median. This suggests that GraphQL handles
tail latency better under high load, but during a typical request, REST is still faster.

For medium queries, which introduce a bigger payload but are relatively flat in terms of relations, the
dynamics of the API’s performance reached a fascinating point. At low and medium loads, the
performance difference between REST and GraphQL almost completely intersects, measuring almost
identical median response times. This phenomenon occurs because of increased size in the data being
requested, as REST's data serialization begins to match the parsing tax of GraphQL [2].

Although under high load, REST saw a minor lead in throughput and latency stability. This proves that
if the data stays relatively flat, REST’s straightforward approach will outperform GraphQL’s dynamic
handling.

The nested query results produced the most fascinating results of this study. GraphQL outperformed the
standard REST implementation across all load levels and performance metrics. As shown in Table 13,
at low load, GraphQL measured a median of 19.0ms compared to REST’s 27.4ms. At high load, shown
in Table 17, this gap grew considerably larger. GraphQL measured a median of 84.4ms while REST
reached 129ms. This result aligns well with the advantages of GraphQL. The complex data can be
retrieved in one single request, whereas REST must execute multiple database queries per request [1].

An additional interesting finding was the throughput advantage of GraphQL under high load. GraphQL
handled approximately 19206 requests compared to REST’s 18048. This suggests that for nested queries,
GraphQL’s ability to handle the more complex relational data in a single request compensates for its
additional server-side processing cost.

The optimized REST version yielded results that were quite striking compared to the standardized
GraphQL and REST implementations. Just by optimizing the nested query into a single optimized SQL
join, without having to do multiple calls, the optimized REST in Table 17 achieved a median of just
8.45ms at high load, crushing the standard REST (129ms) and GraphQL (84.4ms). This finding shows
that the performance of the API is highly dependent on its implementation rather than the architectural
limitations. A well-optimized REST endpoint can exceed GraphQL in performance for more advanced
queries.
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9.1.1. Unexpected Performance at Higher Loads

Throughout this thesis, an unexpected trend was observed across several testing configurations. Both
architectures occasionally had faster or highly identical median response times under high load
compared to medium and low conditions. In a traditional system, one would assume that latency
increases along with the load. A good example of this was in the medium query test, at medium versus
high load. As shown in Table 9, medium load, REST had a median of 5.49ms compared to GraphQL’s
7.40ms. And Table 11, high load shows that REST had decreased its median to 3.59ms, while
GraphQL’s median also decreased to 4.68ms.

However, in this environment, this behaviour can be explained by two main technical factors. Firstly,
the Node.js engine utilizes a technique called Just-In-Time (JIT) compilation [9], which means that under
high and sustained traffic, the engine optimizes and recompiles frequently used functions into efficient
machine code. Secondly, under higher concurrent loads, the database connection pool is warmed up to
the point that the connection handshake that normally applies for a request gets eliminated [10], resulting
in quicker response times.

9.2. Discussion of Results — RQ2

The second research question examined how the server-side resource usage (CPU and RAM) differs
between REST and GraphQL under varying load conditions and query complexities.

Across all the load levels and query types, one consistent pattern could be found. GraphQL consistently
consumed more memory than REST. At a flat query with a high load, as shown in Table 6, GraphQL
measured a peak in memory at 104.7 MiB, compared to REST’s 64.2 MiB. This pattern is consistent
with the fundamentals of GraphQL; its more complex nature in runtime, such as validation, parsing, and
resolvers, all contribute to a higher memory consumption [2].

The CPU usage also followed a similar pattern through most of the scenarios, with GraphQL consuming
more CPU than REST under flat and medium queries. However, for nested queries, an interesting find
could be seen. At the medium load of the nested query, GraphQL’s average CPU was lower than REST’s
(46.7% versus 56.4%, Table 16), which also correlates with GraphQL’s performance metrics at this
query type; it requires less CPU effort per request than REST, which executes multiple requests.

At the high load of the nested queries, both APIs reached a high CPU utilization. As shown in Table 18,
REST measured an average CPU of 89.1% and GraphQL at 95.6%. The optimized REST version used
slightly less CPU (79.5%) but delivered a significantly better latency, suggesting that the query
optimization not only improves the latency, but the resource usage as well.

The stress test measured the highest resource consumption of the study. As shown in Table 20, REST
reached an average CPU of 108.4% and GraphQL 98.2%, still indicating that the handling of requests
that GraphQL does is more efficient than REST. Regarding the memory, GraphQL peaked out at a total
of 227.8 MiB, which almost doubles REST’s 129.8 MiB. This represents a significant difference in
memory under extreme load. The reason for this doubling is the dynamic nature of GraphQL. While
GraphQL continues to process open requests, memory usage increases as ASTs and dynamic internal
structures accumulate (See Figure 1) [2].

These findings suggest that for environments that are highly memory-constrained, REST has a clear

advantage. For CPU-intensive workloads involving parts of nested data, GraphQL can be more efficient
when the alternative is multiple database calls.
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9.3. Discussion of Results — RQ3

The third research question investigated how REST and GraphQL perform under extreme load
conditions and how their performance degrades, and this was tested with nested queries.

The stress test was conducted with 1000 virtual users sending requests with no breaks in between them.
No errors or crashes were observed, and the APIs remained responsive throughout the entire stress test.
However, a severe performance degradation of the APIs was measured. As shown in Table 19, REST
recorded a P95 of 2183ms, and GraphQL was slightly better with a P95 of 1918ms. The other metrics
saw GraphQL coming out on top, except for the P90, where REST was slightly better. This performance
degradation indicates that the underlying hardware environment became fully saturated under the stress
load, rather than it being an architectural failure of the APIs.

GraphQL’s advantage under high stress conditions is consistent with the pattern shown in the nested
queries, because of its single endpoint, it is more effective.

The optimized REST version, again, showed remarkable results. As shown in Table 19, it recorded a
P95 of only 1061ms, while both GraphQL and the standard REST had almost double the response time.
This only reinforces the conclusion that REST’s performance degradation under higher load is more
closely tied to the query efficiency rather than architectural limitations.

9.4. REST vs GraphQL — Practical Recommendations

Based on the empirical findings gathered in this study, a few practical recommendations can be made
for developers and software architects:

e For Simpler and Flat Applications: If the application primarily handles simple and non-
relational data, with predictable endpoints, standard REST is recommended. It offers the best
latency and minimal server cost.

e For Complex, Client-Driven Applications: If the application serves more complex and
dynamic clients that require heavy nested relations, GraphQL is recommended to eliminate
client-side under-fetching, with the caveat that the server has enough memory capacity.

e For Maximum Performance on Nested Data: If a high throughput and low latencies are
required, developers should implement optimized REST endpoints using manual database
joins. This outperforms both standard versions, but it is due to be noted that a complex system
with a lot of resources can mean a troublesome number of specialized endpoints.

9.5. Threats to Validity & Limitations

Several limitations and threats to the validity of this study should be acknowledged when interpreting
the results.

Firstly, the metrics measured are strictly specific to the Node.js runtime environment. Different runtimes,
such as Python, Java, etc., may have produced different results for the APIs.

The only operation tested in this thesis was the read operation. Write operations could behave differently
and therefore alter the conclusions.

Each test was run three times, and the average of those runs was used. This reduces but does not eliminate
random variation. Running the tests 5-10 times would produce more reliable results.

Finally, since all tests were run on a local machine, background system processes, disk I/O, or other

unknown factors could potentially introduce noise into the latency values of the APIs. However, by
isolating the containers, this is eliminated a bit, but far from being completely standalone [15].

29



Jonatan Ostlund REST vs GraphQL: A
performance comparison

9.6. Comparison with Related Work

The findings of this study align well with and expand upon previous academic research on this domain.
The latency trends observed in the flat and medium queries complement the work of Jin et al [5], who
concluded that GraphQL performs well under light to medium traffic but that REST scales more easily
under heavy and concurrent usage. This study confirms this pattern for the flat queries, where REST’s
minimal routing measured better latencies than GraphQL, while also pinpointing that GraphQL’s
advantage is exclusively due to nested relational lookups that cause under-fetching in standard REST.

Furthermore, the server-side resource tracking provides a clear and quantitative counterpart to the
developer-focused study conducted by Brito and Valente [6]. While their study highlighted that
GraphQL reduces development efforts and complexity, the data gathered in this thesis illustrates the
backend trade-off: the developer flexibility praised in their work demands a tax on the infrastructure of
the server, specifically in RAM usage.

Finally, the results gathered refine the conclusions of Mikula and Dzienkowski [7] regarding the data
volumes. By measuring the internal container metrics, this thesis shows that the performance of
GraphQL drops with larger data shapes (e.g., nested) because the server has to spend more time on CPU
and memory power handling all the fields internally, rather than it being a problem with network speed.
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10. Conclusions

The purpose of this study was to evaluate and compare the performance and server-side resource usage
of REST and GraphQL APIs under varying load conditions and query complexities. To achieve this, an
experimental environment was deployed using Node.js, Docker, k6, and PostgreSQL. The tests ran
included three distinct query types (flat, medium, and nested) alongside three load levels, including 10
virtual users, 50 virtual users, and 200 virtual users. Additionally, one optimized REST implementation
was created to compare under the nested query and extreme load test.

Regarding RQ1, the results showed that the performance gap is dependent on query complexity rather
than user load alone. For the flat queries, REST was consistently faster than GraphQL due to its minimal
overhead. However, for nested queries, GraphQL outperforms the standard REST because it retrieves
all data in a single request, compared to REST, which has to make three requests. And, by doing a simple
optimization of the endpoints in REST, the performance metrics are greatly improved during the nested
retrievals.

Regarding RQ2, the study concluded that GraphQL demands a higher memory usage than REST,
because of its computations and parsing within the server. The CPU usage was also generally higher for
GraphQL compared to REST, except for the nested queries, where REST had a heavier CPU usage.

Regarding RQ3, both APIs experience severe latency issues at an extreme load, rendering them unusable
in a real-world environment. Apart from that, the study demonstrates that architectural limitations can
be overcome by implementation choices. The optimized REST implementation completely crushed both
standard REST and GraphQL across all metrics in the stress test, delivering the lowest latencies, highest
throughput, and most stable resource usage.

In conclusion, while GraphQL provides great client-side flexibility and thereby eliminates REST’s

under-fetching, a well-optimized REST architecture remains the best performant choice for high-
concurrency applications.
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11. Future Work

To further complement this study, there are some additions that could be made to make it better.

Firstly, this study only measures GET operations. Writing operations such as POST, PUT, and DELETE
would have given a more complete study. Since fetching and writing operations behave differently, the
performance metrics on writing would have been an interesting addition.

Another continuation of this study would be to test more optimized implementations of the APIs. The
thesis briefly goes into an optimized REST during the nested tests, but it would have been interesting to
see the results with both of them optimized.

Since I implemented both of the APIs in the Node.js runtime, the results would differ if it were tested in
other environments.

A fuller dataset would also have been a good addition to this study. Although the dataset used here had
thousands of lines of data, seeing it grow to millions of lines could affect the performance metrics a lot.

Finally, while this study relied on regular bar charts to present the latency numbers, future work would
benefit from collecting all latency data and presenting it using histograms. This would have given the
results section a more comprehensive view from a reader's standpoint, allowing for a full analysis of the
statistical distribution rather than the isolated latencies.
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