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Abstract

Al models based on latent diCudion models (LDMSs), such as Stable Di[usion, FLUX, and Mid-
journey, have made it possible for virtually anyone to generate photorealistic images with arbitrary
content. This rapid development has created a growing need for reliable methods to detect Al-
generated images.

Many popular Al models rely on a pretrained variational autoencoder (VAE) to reduce compu-
tational costs and improve performance. Several existing detection methods exploit the fact that
Al-generated images can be reconstructed more accurately through a VAE than real photographs.
Since the models that these detection methods were trained to identify were primarily optimized to
generate aesthetically pleasing images, it is possible that part of their detection capability relies on
an inherent aesthetic bias rather than on more general traces of Al generation. Over time, even
humans have learned to recognize the “perfect” Al aesthetic that has characterized earlier models.

Newer models, such as Flux, Qwen, and Nano Banana, have increasingly moved away from this
idealized aesthetic and instead focus on generating images with a high degree of realism. For ex-
ample, they can produce images that appear to have been taken with a shaky smartphone, exhibiting
motion blur and various visual imperfections. These models now also can be prompted to edit ex-
isting images by altering only parts of the original image, which increases the potential for their
misuse in deepfakes.

This development has placed greater demands on Al detectors, and methods that relied solely on
the reconstruction error from a single forward pass through the VAE may struggle to detect images
that lack a distinct Al aesthetic.

This thesis investigates whether optimizing the latent representation through gradient descent a [ecks
reconstruction error di Cerbntly depending on whether an image is a real photograph or Al-generated.
By studying the change in reconstruction error over repeated optimization steps using image gradi-
ents as loss function, detection seem to improve over previous methods on newer Al-generative
models.
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1. Introduction

With the constant improvement of Al models based on latent dil[udion models (LDMs), such as
Stable Diludion [1], [2], FLUX [3], and Midjourney [4], it’s now possible for basically anyone to
create arbitrary photorealistic content. These models combine a di [udion process with a pretrained
autoencoder, which makes high resolution image synthesis more computationally practical than
working directly in pixel space. This has also made latent di [usion models common in consumer
image generation tools. As a result, there is a growing need for reliable methods that can distinguish
generated images from real photographs [5], [6].

1.1 Motivation

The approach taken in this thesis originated in preparatory work carried out in the research
methodology course DVA305, where the starting point was image compression. Campos et al. [7]
showed that a compact representation of an image (produced by a neural network) can be refined
with gradient descent in order to improve reconstruction quality. During that preparatory work it
was observed that refinement did not benefit all images equally.

Images with smooth, low detail content improved noticeably. This included photographs with
shallow depth of field, low contrast, out of focus backgrounds, and broad uniform regions. Images
with fine texture, grain, or sensor noise improved much less.

A second observation was that synthetic images improved more than real photographs when refined
with the same network. Their reconstructions reached quality levels that the real photographs did
not reach, even after many additional refinement steps.

This suggested that neural refinement was not only useful as a compression technique. It could
also be used as a way to test how close an image is to what a given generative model can represent.
If an image was produced by certain model then it should already be close to the image space of
that model. A real photograph, on the other hand, contains details that the model may not be
able to reproduce exactly. In this sense, this neural refinement technique would also function as a
detection mechanism for Al-generated images.

1.2 Research Overview

Several existing detection methods are based on almost exact this idea. They use the fact that
Al-generated images can often be reconstructed more accurately by a specific part of the generative
model than real photographs [8], [9].

However, this area is not unaledted by the rapid development of image generators. The question
is whether these detection methods, that were evaluated mainly on older generators, may partly
favour diLerences that are no longer stable in newer models. Older generated images often show
visible artefacts or a recognizable aesthetic style, while newer models can produce more varied
and less stylized images, as can be seen in figure 1. This raises a concern that that the detector
performs well because it captured dataset or aesthetic bias, rather than a more general trace of
the synthetic image generation process [6], [10].

Current state of the art (SOTA) models, such as FLUX [3], Qwen [11], and Nano Banana [12],
seem to have moved away from the idealized aesthetic and instead focus on generating images with
a high degree of realism. For example, they can produce images that appear to have been taken
with a shaky smartphone, exhibiting motion blur and various visual imperfections. These models







